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Abstract 

We study same-sex role model effects of teachers with a meta-
analysis and our own study of three million students in 90 
countries. Both approaches show that role model effects on 
performance are, on average, small: 0.030 SD in the meta-analysis 
and 0.015 SD in our multi-country study. Our multi-country study 
documents larger average role model effects on job preferences 
(0.063 SD), which are concentrated in rich and gender-equal 
countries. We also estimate the distribution of role model effects 
for different education levels and student outcomes and find that 
role model effects in secondary education are positive in almost all 
countries.  
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1. Introduction 

Role models could serve as a powerful policy tool to reduce inequality in education. For 

example, exposure to more female STEM teachers is commonly thought to increase women’s 

STEM performance. Similarly, exposure to more male primary school teachers promises to 

stop boys’ underperformance. While the idea of same-sex teachers boosting performance has 

inspired calls for policy interventions,1 it is not clear whether role models deliver what they 

promise. Recently published studies have shown same-sex role model effects on student 

performance that are positive (Gong, Lu, and Song 2018), insignificant (Andersen and Reimer 

2019), and even negative (Antecol, Eren and Ozbekik 2015). No systematic evidence exists on 

the direction or magnitude of same-sex role model effects on student performance. 

In the first part of our paper, we fill this gap with a meta-analysis. We identify 538 

estimates from 24 studies and find an average same-sex role model effect of 0.030 standard 

deviations (SD) for grades and test scores in primary and secondary education. Although our 

meta-analysis provides a useful summary of the literature, it has two important shortcomings. 

First, the sign of the estimated average role model effect is sensitive to how we correct for 

publication bias, with some correction methods showing small positive effects and others 

showing small negative effects. Second, we cannot convincingly investigate heterogeneity in 

role model effects because of differences in methodology across studies. No two studies use 

the same empirical strategy, econometric specification, or sample selection criteria. Recent 

studies have shown that such seemingly innocuous decisions can have large effects on 

estimates (e.g., Huntington-Klein et al. 2021; Breznau et al. 2022). It is therefore difficult to 

judge to what extent differences in role model effect estimates reflect differences in empirical 

approaches or true heterogeneity.  

 
1 For example, UNICEF identified the lack of female role models as a key contributor to girls’ underperformance 
in STEM subjects (UNICEF 2020). The OECD and World Bank have both called for policies to attract more 
female STEM teachers to increase female representation in STEM studies and jobs (OECD 2012; World Bank 
2020).  
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Knowing the degree of heterogeneity of the true role model effects is important. With 

a small average effect, a large standard deviation of the true effect implies that role model 

effects are large and positive in some settings as well as large and negative in other settings. 

However, it may be that we substantially overestimate the standard deviation and role model 

effects are actually small and positive in most settings. To go beyond the mean and better 

understand the heterogeneity of role model effects, we need an approach that allows us to 

explicitly hold the methodology constant.  

In the second part of our paper, we estimate role model effects with a multi-country 

study that applies a consistent methodology to data from 90 countries. Our multi-country 

approach has two key advantages. First, it uses a much larger sample size—over 90 times the 

sample size of the median study in our meta-analysis—which makes it possible to detect 

smaller average effects. This feature is particularly important when plausible effect sizes are 

small. Second, it allows us to investigate how stable results are across countries and the 

explanations for any differences between countries. Compared to a meta-analysis, we can 

conduct this investigation without having to worry about differences in methods and 

publication bias.  

To estimate role model effects, we build a large-scale multi-country dataset. We 

combine science and math test scores for 4th and 8th grade students from the Trends in 

International Mathematics and Science Study (TIMSS) with literacy test scores of 4th grade 

students from the Progress in International Reading Literacy Study (PIRLS). Our resulting 

dataset contains 3,047,752 children taught by 231,942 teachers in 105,916 primary and 

secondary schools across six continents.  

Two key features make this combined dataset particularly useful to study role model 

effects. First, test scores in this data are designed to be comparable between countries. This 

feature allows us to make cross-country comparisons of role model effects. Second, both 
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datasets contain measures of students’ subject enjoyment and subject confidence, and TIMSS 

also has data on job preferences. These outcome variables allow us to obtain evidence on role 

model effects that go beyond students’ test-scores. 

To identify the causal effects of same-sex role models, we estimate a complementary 

set of fixed effects models that differ in their source of identifying variation and their key 

identifying assumptions. We start with a country fixed effects model, which serves as our 

baseline estimate with minimal controls. Beyond this base specification, we estimate role 

model effects with four additional sets of fixed effects: (1) school fixed effects, (2) classroom 

fixed effects, (3) student fixed effects, and (4) student and teacher fixed effects. The gradual 

inclusion of more-restrictive fixed effects makes concerns about omitted variables increasingly 

implausible. In our most restrictive specification, we exploit that the same student has a female 

math teacher but a male science teacher (or vice versa) while additionally holding unobserved 

teacher characteristics constant. All our fixed effects specifications deliver virtually identical 

results. From the least to the most conservative specification, the point estimates hardly change 

while the R² increases from 0.38 to 0.96. The consistency of our estimates together with the 

stark increase in R² show that omitted variables bias is unlikely to drive our results.2 

The results of our multi-country study show very small average same-sex role model 

effects on test scores of 0.015 SD. Across all specifications, the 99% confidence intervals allow 

us to rule out effects smaller than 0.009 and larger than 0.022 SD. However, teachers’ influence 

on students might go beyond test scores (Jackson 2018). Teachers may inspire students to 

follow in their footsteps and to make similar educational or occupational choices (Carrell, Page, 

and West 2010; Card et al. 2022). We therefore estimate role model effects for three non-test 

score outcomes. Here we observe larger effects. We see role model effects of, on average, 

 
2 When restricting our sample to countries with institutional random assignment of students to classrooms, we 
find very similar results for all our outcomes of interest. These results are further evidence that omitted variables 
bias does not threaten the validity of our identification strategy. 
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0.064 SD on students’ preferences for working in a job that involves math or science. We also 

find role model effects of similar magnitude on subject enjoyment (0.089 SD) and subject 

confidence (0.050 SD).  

To go beyond these average effects, we leverage meta-analysis methods to estimate the 

distribution of role model effects at the country level. We quantify the share of countries with 

positive role model effects on test scores and non-test scores outcomes in primary and 

secondary education. In primary education, role model effects vary substantially, and we find 

positive effects in between 46 and 94 percent of countries, depending on the outcome 

considered. By contrast, in secondary education we find role model effects to be near 

universally positive. For all outcomes, our results suggest that role model effects are positive 

in more than 95 percent of the countries. 

In the final empirical part of the paper, we focus on one policy-relevant outcome that 

varies markedly between countries: job preferences. We show that role model effects on job 

preferences are more pronounced in rich and gender-equal countries. These also happen to be 

the countries where women are particularly underrepresented in STEM fields (see Breda et al. 

(2000) and Stoet and Geary (2018) on the “gender equality paradox”). Our results suggest that 

hiring more female teachers may be an especially useful policy tool to increase women’s 

representation in STEM in the United States, Canada, and Europe. 

This paper makes two key contributions. First, our meta-analysis provides a convenient 

way to see the current state of the role-model effects literature. This is particularly important 

for a literature about an effect that has inspired many calls for policies. Without this summary, 

researchers and policy makers risk being swayed by individual studies that happen to find a 

large effect. Our meta-analysis provides convincing evidence that role model effects are, on 

average, small. Second, our multi-country study provides new rigorous evidence on role model 

effects using data from 90 countries, including 55 countries in which these effects have not yet 
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been studied. This rich dataset allows us to study role model effects that go beyond test scores, 

estimate the distribution of role model effects, and shed light on how role model effects differ 

between countries. Taken together, our paper provides the most exhaustive evidence on same 

sex role model effects in education to date.  

We follow in the footsteps of several recent papers that combine data from multiple 

settings and estimate credible causal effects. For example, DellaVigna and Linos (2022) 

investigate the effectiveness of 126 nudge interventions run by two large Nudge Units in the 

United States covering 12 million people. They compare these estimates to 74 estimates from 

a meta-analysis on similar effects published in the academic literature. All included effect sizes 

in their own study and meta-analysis come from randomized controlled trials (RCTs), ruling 

out many endogeneity concerns that often consume economists’ attention. Yet, effect sizes 

published in the academic literature are four times as large as those in the field (8.4 versus 1.4 

percentage points). The authors show that most of this gap can be explained by publication bias 

exacerbated by low statistical power. In another study, which uses data similar to ours, 

Wößmann and West (2005) study the impact of class size on test scores in 11 countries. The 

authors rule out meaningful class-size effects in nine out of 11 countries and provide suggestive 

evidence that benefits of class-size reductions are negatively correlated with countries’ teacher 

salaries. Altmejd et al. (2021) study sibling spillovers on field-of-study choices in four 

countries and show that results are remarkably consistent across very different settings. Kleven 

et al. (2019) study how the arrival of a child affects earnings in six countries and provide 

evidence on the country-level determinants of the child penalty. We see this multi-setting 

approach as the natural progression of the credibility revolution in economics. Estimating 

causal effects in multiple settings helps us to learn whether and why effects differ by context.  

In the remainder of this paper, we investigate the importance of same-sex role models 

in education. In the next section, we define same-sex role model effects and summarize the 
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literature on these effects using a meta-analysis. In Section 3, we briefly discuss the benefits of 

analyzing one research question with data from multiple settings. We describe the data for our 

own analysis in Section 4 and our empirical strategy in Section 5. Section 6 presents our results. 

Besides estimating average role model effects, we also estimate the distribution of role model 

effects and explore which factors predict differences in effects between countries. Finally, we 

conclude in Section 7.  

 

2. A Meta-Analysis on Role Model Effects 

2.1 What are role model effects? 

We follow the existing literature and define the same-sex role model effect as the premium of 

having a same-sex teacher—on top of the general effect of having a female or male teacher 

(Hoffmann and Oreopoulos 2009; Muralidharan and Sheth 2016; Lim and Meer 2017; Eble 

and Hu 2020). Such role model effects are typically estimated with variations of the following 

regression model: 

𝑂𝑂𝑂𝑂𝑂𝑂𝑂𝑂𝑂𝑂𝑂𝑂𝑂𝑂 =  𝛽𝛽0 + 𝛽𝛽1𝐹𝐹𝑂𝑂𝑂𝑂𝐹𝐹𝐹𝐹𝑂𝑂 𝑆𝑆𝑂𝑂𝑂𝑂𝑆𝑆𝑂𝑂𝑆𝑆𝑂𝑂 + 𝛽𝛽2𝐹𝐹𝑂𝑂𝑂𝑂𝐹𝐹𝐹𝐹𝑂𝑂 𝑇𝑇𝑂𝑂𝐹𝐹𝑂𝑂ℎ𝑂𝑂𝑒𝑒 + 

        𝛽𝛽3𝐹𝐹𝑂𝑂𝑂𝑂𝐹𝐹𝐹𝐹𝑂𝑂 𝑆𝑆𝑂𝑂𝑂𝑂𝑆𝑆𝑂𝑂𝑆𝑆𝑂𝑂 × 𝐹𝐹𝑂𝑂𝑂𝑂𝐹𝐹𝐹𝐹𝑂𝑂 𝑇𝑇𝑂𝑂𝐹𝐹𝑂𝑂ℎ𝑂𝑂𝑒𝑒 + 𝑂𝑂.     (1) 

In this model, 𝛽𝛽3 captures the role model effect. A positive role model effect could be 

driven by female students benefitting more from female teachers than male students, male 

students benefitting more from male teachers than female students, or both. This effect is 

distinct from sex differentials in teacher effectiveness. For example, there would be no role 

model effect if girls and boys benefit equally from having a female teacher. However, there 

would be positive role model effects if girls benefit more than boys from having a female 

teacher. 

Although we follow the literature and call 𝛽𝛽3 a role model effect, note that this effect 

could be driven by the behavior of teachers, students, or both. For example, we could observe 
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role model effects because teachers use teaching styles that students of their own sex can more 

easily relate to. However, we could also observe role model effects because students behave 

differently with teachers of their own sex. 

Several studies have estimated role model effects on career choices and performance in 

tertiary education. For example, Carrell, Page, and West (2010) show positive role model 

effects on the probability of taking math and science classes and the probability of graduating 

with a STEM degree. Mansour et al. (2022) follow up on these students and show positive role 

model effects on the probability of obtaining a STEM master’s degree and working in a STEM 

occupation. Porter and Serra (2020) show that exposure to female economists increases female 

students’ probability of majoring in economics by 90 percent. Neumark and Gardecki (1998) 

find that female doctoral students with female mentors graduate faster without having worse 

placements. Hoffmann and Oreopoulos (2009) exploit within-student and within-instructor 

variation and find only small same-sex role model effects of at most 0.05 SD on grades and 1.2 

percentage points lower probability of dropping a class. These effects are not present for math 

and science instructors and disappear when the authors include student fixed effects. 

In this paper, our focus is on role model effects on student performance in primary and 

secondary education. We summarize the role model effects shown in previous studies with a 

meta-analysis. 

 

2.2 A meta-analysis on role model effects in primary and secondary education 

For our meta-analysis, we identified 24 studies on role model effects on grades and test scores 

in primary and secondary education.3 The median study investigates role model effects with 

 
3 These studies are Ammermüller and Dolton (2006), Antecol, Eren and Ozbekik (2015), Bhattacharya et al. 
(2022), Buddin and Zamarro (2008), Carrington et al. (2008), Coenen and Klaveren (2016), Dee (2007), Eble 
and Hu (2020), Escardíbul and Mora (2013), Evans (1992), Gong, Lu, and Song (2018), Hermann and Diallo 
(2017), Holmlund and Sund (2008), Hwang and Fitzpatrick (2021), Lee, Rhee, and Rudolf (2019), Lim and 
Meer (2017), Lim and Meer (2020), Lindahl (2007), Mulji (2016), Muralidharan and Sheth (2016), Neugebauer, 
Helbig and Landmann (2011), Rakshit and Sahoo (2020), Xu and Li (2018), Xu (2020). 
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10,196 observations from one country. From these studies we extract all 538 role model effect 

estimates from the main text of the papers and their appendices. These estimates either stem 

from estimations of variations of Equation (1) or were obtained by combining coefficients from 

split sample regressions estimating the effect of having a female teacher (compared to a male 

teacher) separately for girls and boys (see Appendix A for more details on how we construct 

those estimates and their standard errors). To make estimates comparable, we ensure all 

estimates and standard errors are measured in standard deviations of the outcome of each study. 

We do this by dividing estimates and standard errors by the standard deviation of the outcome 

in all studies that did not report their estimates in standardized units. We describe our pre-

registration and data collection in greater detail in Appendix A. In this section, we focus on 

describing the results. 

Our included estimates cover many different settings: 238 use data from Europe, 187 

from Asia, 94 from North America, and 19 from Africa; 153 are based on data from primary 

education, 375 from secondary education, and 10 from both; 57 estimates come from settings 

that use experimental methods with an explicit random manipulation of the student–teacher 

assignment, the remaining 481 estimates come from settings with naturally occurring variation 

in classroom assignment; 37 estimates of role model effects are on grades and 501 are on test 

scores. Many of these estimates are not precise enough to reliably detect small effects. The 

median ex-post minimum detectable effect size (MDE)—calculated for 95 percent confidence 

and 80 percent power by multiplying the standard error by 2.8 (see e.g., Chabé-Ferret, 2022; 

Ch. 7)—is 0.129 SD. 

We summarize all 538 estimates using a three-level random effects model (Connell, 

McCoach, and Bell 2022).4 This model allows true role model effects to differ by study and 

accounts for the dependence of estimates within each study. By fitting the distribution of the 

 
4 Appendix Figures A2 and A3 show funnel plots for these role model effects and their standard errors.  
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role model effect point estimates and accounting for their uncertainty (as measured by their 

standard errors), this approach also produces estimates of the distribution of underlying true 

role model effects. We estimate the three-level random effects model via restricted maximum 

likelihood and apply the Hartung–Knapp adjustment. This adjustment incorporates estimate 

uncertainty in the calculation of the standard deviation in the distribution of role model effects 

(Harrer et al., 2021, Ch. 4). Applying this procedure, we estimate the average role model effect 

to be 0.030 SD with a standard error of 0.013 (p-value = 0.0194).5  

Note the vast increase in power to detect role model effects once we combine studies. 

Our combined estimates imply a minimum detectable average role model effect of 0.036 SD, 

which is 3.6 times smaller than the median MDE (0.036 SD versus 0.129 SD). Only 79 of the 

538 point estimates would have had enough statistical power to detect the average role model 

effect of 0.030 SD.  

The estimate of the standard deviation of the distribution of the true role model effect 

is 0.058 SD. Leveraging the assumption that the true role model effects come from a normal 

distribution, we take the estimates of the mean and standard deviation to infer that 

 1 −Φ�−0.030
0.058

� = 70 percent of true role model effects are positive and 30 percent of true role 

model effects are negative. This distribution implies that 36.5 percent of role model effects are 

larger than 0.05 SD and 8.4 percent are smaller than –0.05 SD. This estimated heterogeneity is 

substantial and suggests it is important to find out in which settings same-sex role models help 

or hurt student performance.   

 
5 One might be concerned that the estimated average role model effect of 0.030 SD is mainly driven by the point 
estimates of a few studies that happen to contribute many precise estimates. To check whether this is the case, we 
record the weight of each point estimate (i.e., how much it contributes to the calculation of the overall average 
effect) and calculate the sum of the weights of the point estimates for each study. The sum of the weights at the 
study level never exceeds 4.77 percent, which shows that no individual study has an outsized effect on the 
estimated average role model effect. We also explore alternative models to summarize all estimates. A random 
effect model that does not account for the dependence of estimates within-study yields an average role model 
effect of 0.034 SD (std. err. = 0.003) and a standard deviation of 0.050. Using the fixed effect model that assumes 
the true role model effect is the same for all studies, our estimate of the role model effect is 0.010 SD (std. err. = 
0.0004).  
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We explore what drives the heterogeneity in role model effects using four separate 

meta-regressions that includes as moderators: (1) whether studies use experimental or quasi-

experimental variation, (2) the continent where they were conducted, (3) whether they analyze 

data from elementary or secondary school students (or a mix of both), and (4) whether they use 

test scores or grades as outcomes (see Appendix Table A3). Our results show no meaningful 

difference between estimates of role model effects using experimental or quasi-experimental 

methods nor between estimates based on test scores or grades. However, we see some evidence 

of geographic heterogeneity. Compared to role model estimates from Africa, role model effects 

estimates are 0.051 SD smaller in Asia, 0.053 SD smaller in Europe, and 0.128 SD smaller in 

North America, with the difference between Africa and North America being statistically 

significant at the 5 percent level. We also find evidence that role model effects are 0.058 SD 

smaller in primary education than they are in secondary education; this difference is also 

significant at the 5 percent level. 

It is unclear to what extent this heterogeneity reflects differences in true role model 

effects across continents and levels of education rather than differences in study methods. No 

two studies in our meta-analysis use the same methodology. Two recent studies have shown 

that even seemingly innocent differences in methodology can have large effects on estimates. 

Huntington-Klein et al. (2021) and Breznau et al. (2022) apply the “many analysts” approach 

in which many researchers are given the same dataset and asked to answer the same research 

question. Both studies report many differences in methodological decisions between 

researchers and substantial variation in point estimates. Their findings suggest that our 

estimated standard deviation of the true role model effect of 0.058 SD likely also reflects 

differences in methods.  
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2.3 Do role model effects studies show publication bias? 

Publication bias could bias our estimated average role model effect of 0.030 SD. For example, 

researchers could be more likely to report specifications that show positive role model effects, 

studies that show positive and significant role model effects—either by chance or p-hacking—

may be more likely to be written up, or reviewers and editors could behave more favorably 

toward studies that show positive effects. We will use all 538 main estimates to probe the 

existence of publication bias with two approaches. 

In our first approach, we focus on discontinuities around z-scores of 1.64, 1.96, and 

2.58—the critical values for statistical significance at the 10 percent, 5 percent, and 1 percent 

levels. Appendix Figure A4 shows no evidence of heaping at the right side of these critical 

values. In our second approach, we estimate the relationship between estimated effect sizes 

and the precision of the estimate. If there is publication bias favoring positive role model effect 

estimates, we would expect more-imprecise estimates to be larger.  

There are three popular ways to estimate the relationship between effect sizes and 

statistical precision. We apply all three of them. First, we regress the effect size on the ex-post 

MDE using a standard least squares estimator. Second, we perform the precision effect test or 

PET (Stanley and Doucouliagos 2014). Similar to the MDE regressions, this test consists of 

regressing the effect size on the standard error, and it tests for significance of the slope. The 

key difference from the MDE regressions is that observations in the precision effect regressions 

are weighted by the inverse of the estimated variance of the estimates. This test therefore gives 

more weight to more-precise estimates. Third, we perform Egger’s test (Egger et al., 1997). 

This test consists in regressing z-scores on the inverse of the standard error. In contrast to the 

other two tests, the Egger’s test shows evidence of publication bias if the constant is statistically 



12 

significant (see Harrer et al., 2021, Ch. 9). In all three regressions, we account for the 

dependence of estimates within the same study by clustering at the study level.6  

All three tests show evidence of publication bias. The estimated effect size significantly 

increases with the size of the MDEs (p-value < 0.001, see Figure A5). When we remove three 

outlier estimates from Ammermüller and Dolton (2006), the relationship between effect sizes 

and their respective MDEs remains similar but is no longer statistically significant (p-value = 

0.927).7 The PET and Egger’s test results also indicate the presence of publication bias 

regardless of whether the outlier estimates are included (all p-values for these tests are smaller 

than 0.001). In the next section, we explore how our estimated average role model effect 

changes if we correct for publication bias. 

 

2.4 How do publication bias corrections affect our estimate? 

Figure 1 shows the estimated average role model effect and estimated standard deviation of the 

true role model effect after applying 12 of the most popular publication bias correction 

procedures. Trim and fill, PET-PEESE, and limit-meta focus on correcting for publication bias 

by using information from more-precisely estimated effects in the analysis to quantify and 

account for potential publication bias present in less precisely estimated effects. The methods 

of three-parameter selection and Andrews and Kasy (2019) focus on correcting for publication 

bias by modeling the probability that an estimate is published based on its sign and significance 

at conventional significance thresholds. 

 
6 We cannot correct for the mechanical dependence between effect size and standard error (Pustejovsky and 
Rodgers 2019) because the input required for this correction are generally not reported in the included studies. 
However, this correction is likely to be small because it shrinks with the model’s degrees of freedom, and most 
estimates in our meta-analysis have samples many orders of magnitude larger than the typical study in fields 
where this correction is used (see e.g., Bierwiaczonek and Kunst 2021; Kalén et al. 2021). 
7 These outliers are role model effect estimates of 1.15, 2.07, and 0.92 SD with MDEs of 14.10, 15.19, and 19.13 
SD, respectively. These estimates are very large and imprecise compared to the other estimates included in our 
meta-analysis.  
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Figure 1 shows that the different procedures deliver broadly similar effect sizes. 

Corrected role model estimates range between –0.039 and 0.038 SD. Corrected estimates are 

generally of lower magnitudes, which is to be expected. Four out of the 12 corrected estimates 

are no longer statistically significantly different from zero at the 5 percent significance level. 

Trim and fill, PET-PEESE, and limit-meta reduce the role model estimate to roughly a third to 

half of the three-level random effect estimate. The three-parameter selection models do not 

change the role model estimate much, varying between 0.029 and 0.038 depending on which 

significance threshold is assumed to drive publication bias. The Andrews and Kasy (2019) 

corrections, however, show a curious pattern. When the underlying effects are assumed to 

follow a t-distribution, the effects shrink to around 0.012 SD, but assuming an underlying 

normal distribution of true effect yields negative corrected estimates, ranging between –0.027 

and –0.039 SD. The estimated standard deviations are also broadly similar between the 

different methods ranging from 0.015 SD to 0.088 SD.8 

Taken together, we have shown that there is substantial heterogeneity in role model 

effect estimates and evidence of publication bias. Depending on how we correct for publication 

bias, we find small positive effects or small negative effects. Taken together, these estimates 

suggest role model effects are small, but we cannot conclusively determine the sign of the 

average effect. Our meta-analysis is also not conclusive about the heterogeneity of role model 

effects. The estimated standard deviations suggest substantial heterogeneity in effects between 

 
8 In Appendix A we show alternative meta-analysis estimates using the set of “most controlled” estimates within 
each study, defined as those from model specifications using the largest number of control variables and narrowest 
within-group variation. From this alternative meta-analysis, we also exclude “first difference” estimates, defined 
as effects of role models on test score or grade gains (i.e., the difference between test scores or grades at two 
points in time for each student). This latter restriction only affects one estimate from Dee (2007). Our resulting 
subset of most-controlled estimates includes 297 estimates. The alternative meta-analysis produces very similar 
estimates, with an average role model effect estimate of 0.032 SD (std. err. = 0.020) and a standard deviation of 
0.060 SD. We also see: (1) similar effect heterogeneity, though with less statistical precision to detect differences; 
(2) little graphical evidence of publication bias in z-scores histograms and funnel plots; (3) more-conclusive 
evidence for publication bias on MDE plots and related tests; and (4) similar (though generally more muted) 
publication-bias corrected effects. See Tables A4 and A5 and Figures A6, A7, A8 and A9 for these results. 
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settings. However, meta-analysis methods struggle to distinguish between heterogeneity due 

to differences in true effects and due to differences in methodology.  

 

Figure 1: Role Model Estimates After Correcting for Publication Bias 

 
 

 
 
Notes: All estimated mean effects and estimated standard deviations are in the unit of standard deviation of the outcome 
variable. As benchmark, 3-level restricted maximum likelihood (REML) shows the estimated role model effect without 
correcting for publication bias as shown and described in Section 2.2. All other estimates apply different publication bias 
corrections. Trim and Fill: Inverse variance method used for pooling estimates. REML estimator of the standard deviation of 
the effect size. Knapp–Hartung adjustment for the uncertainty in the between-study heterogeneity applied to the standard error 
of the effect size. PET-PEESE: Estimates from the PET model rather than from the precision-effect estimate with standard 
error (PEESE) model used because the one-sided t-test of intercept for the PET model does not reject the null hypothesis at 
the 5 percent level (p-value = 0.3055). Estimates weighted by their inverse variance. Assumption. Correction uses an REML 
estimator. Limit-Meta: Uses 3-level REML as input. In the figure, the confidence intervals of this estimate were cut for 
readability reasons; the lower bound is –0.373 and the upper bound is 0.397. 3-Parameter Selection: We use 0.05, 0.025, and 
0.01 as jumps in the publication probability function. REML estimator of the standard deviation of the effect size and the 
standard deviation of the effect size. Andrews and Kasy: We use the Andrews and Kasy (2019) correction method, assuming 
the effects are either t-distributed or normally distributed. We estimate separate corrections for cutoffs at the 0.05, 0.05, and 
0.025, and 0.05, 0.025, and 0.01 significance levels for both positive and negative effects. We allow the probability of 
publication bias to be asymmetric. We produce estimate using Kasy’s App: https://maxkasy.github.io/home/metastudy. Other 
correction methods: Andrews and Kasy (2019)’s non-parametric GMM method did not produce a useful corrected estimate 
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due to singularity issues. We also tried various continuous selection models assuming underlying beta, half-normal, and 
logistic publication probability distributions, which also did not yield useful estimates due to non-convergence issues. Table 
A2 shows more details on the estimates shown in this figure. The bars on the right show the estimated standard deviation of 
the true role model effects. 

 

In theory, meta-regressions can tease out the effect of differences in methodology. In 

practice, this is challenging for three reasons. First, there are too just too many methodological 

differences between studies. We have 24 different studies and researchers made more than 24 

decisions in each study in terms of, for example, how to code their variables, how to restrict 

their sample, which outliers to delete, and which controls to include (Huntington-Klein et al., 

2021; Breznau et al., 2022). Second, we cannot rule out that methodological differences are 

correlated with other factors (e.g., the context of the study) that affect the outcome. Third, while 

methodological differences would inflate our estimate of the standard deviation of the true role 

model effects, the presence of publication bias would likely shrink it. In the presence of both 

these issues we cannot determine whether our estimates overstate or understate the variation in 

true role model effects across studies. To better understand the heterogeneity of role model 

effects, we therefore need an approach that allows us to explicitly hold the methodology 

constant and that is free of publication bias. 

 

3. The advantages of multi-setting analyses 
 

We estimate role model effects by applying a consistent methodology to data from many 

countries.9 This multi-country approach has the obvious advantage of increasing the sample 

size. The resulting increase in statistical power is particularly important if, as in our case, 

 
9 Answering one research question with data from different settings is also done in mega-analyses. We have not 
found one agreed-upon definition of mega-analysis. Some researchers describe them as studies that re-analyze 
individual-level data from previous studies (e.g., Sung et al., 2014; Eisenhauer 2021). In contrast, the Global Trust 
Consortium (2017, p.2) has defined a mega-analysis as “the use of the largest possible number of observations of 
a phenomenon to quantify the strength of its correlates.” While similar in spirit, our approach does not fit either 
of these descriptions. 
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plausible effects are small. It also allows us to see how stable effects are across different 

settings and explore what drives differences in effect sizes.  

Beyond these obvious advantages, our multi-country study has two more advantages 

over traditional meta-analyses. First, it allows us to apply the same methodology across data 

from different countries. For example, having access to individual-level data allows us to apply 

the same sample restrictions and include the same controls across different countries. Those 

seemingly innocuous methodological choices haven been shown to meaningfully affect 

estimates (Huntington-Klein et al. 2021; Breznau et al. 2022). Second, our approach alleviates 

concerns about publication bias. We do not have to worry about estimates disappearing in the 

publication process.  

More generally, the approach of analyzing data from multiple settings with a consistent 

methodology is not new. There are several excellent studies that follow this approach. For 

example, Altmejd et al. (2021) study sibling spillovers on field-of-study choices using data 

from Chile, Croatia, Sweden, and the United States. The authors show siblings have a 

remarkably consistent impact on study choice across very different settings. Kleven et al. 

(2019) study how the arrival of a child affects women’s and men’s earnings in Austria, 

Denmark, Germany, Sweden, the United Kingdom, and the United States. The authors find 

that child penalties significantly differ by country and explore how countries’ family policies 

and gender norms contribute to the size of child penalties in different settings. Dudek et al. 

(2022) combine 12 representative surveys from nine countries to estimate the effect of siblings’ 

gender on personality. They find no meaningful effects on average and no meaningfully 

heterogeneity across any of the 12 surveys.  

Combining data from multiple settings does not have to come at the cost of estimating 

credible causal effects. In fact, many state-of-the-art methods can be applied to different 

contexts. For example, lab and field experiments can be conducted in different countries. Many 
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sources of exogenous variation apply in many contexts (e.g., siblings sex composition, increase 

in mandatory years of schooling). Today’s availability of bigger and better data from a variety 

of settings makes it increasingly feasible to obtain many internally valid estimates.  

A multi-setting analysis is a particularly useful tool for mature literatures that have not 

managed to converge. Take, for example, the literature on same-sex role model effects in 

education. Even after 24 studies and our meta-analysis, we do not know the sign of the true 

average role model effect let alone how much effects vary by context. This pattern could reflect 

that effects are highly setting specific. There could also be no effect in any setting and all results 

could be driven by publication bias. Or, there could be an effect that is too small to detect with 

a typical study. Such literatures often remain in purgatory, where the results are simply 

described as mixed, and inconsistencies are either ignored or handwaivingly attributed to 

differences in settings. A multi-setting approach provides a way out of this dilemma.  

 

4. Data 

To estimate same-sex role model effects we build a large-scale multi-country dataset. We 

combine data from TIMSS and PIRLS for all available countries, waves, and education levels. 

TIMSS and PIRLS are administered by the International Association for the Evaluation of 

Educational Achievement (IEA), which specializes in administering education assessments 

that allow for international comparisons. TIMSS measures the skills and knowledge in 

mathematics and sciences of 4th graders (9- to 10-year-old children) and 8th graders (13- to 14-

year-old children). PIRLS measures the reading skills of 4th graders. 

For both studies, we use all waves as of December 2021, which is when we finished 

our data collection. These are seven waves of TIMSS (1995, 1999, 2003, 2007, 2011, 2015, 

and 2019) covering 86 different countries and four waves of PIRLS (2001, 2006, 2011, and 

2016) covering 64 different countries. In Appendix B, we describe how we combine the data 
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and the observations we had to exclude due to survey implementation issues. After these 

exclusions, we are left with 703 country-study-grade-wave combinations from 90 countries 

covering 1995–2019. Figure 2 shows which countries were included in at least one wave for 

each study.  

 
Figure 2: Countries for Which Data are Available from TIMSS, PIRLS, or Both 

 
Notes: The countries in red are those for which we only have PIRLS data. These are Trinidad and Tobago, Belize, Luxembourg, 
and Macao. They are hard to see on the map because all are small countries. 
 

The data collection and study design are very similar for TIMSS and PIRLS. Unless we 

specify otherwise, our description applies to both studies. Both studies are centrally organized 

by the IEA and conducted by a national research coordinator in each country. The national 

research coordinators randomly select schools in their country and classes within these schools. 

We describe the details of this two-stage stratified random sampling design in Appendix B. 

Within the selected schools and classes, the national research coordinator administers tests to 

students as well as surveys to students and teachers. We use these tests to measure students’ 

ability in a subject and data from the surveys to identify the sex of the teacher and the student 
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as well as several student and teacher characteristics that we use for our balancing tests and 

heterogeneity analyses. The complete surveys as well as much more background information 

on TIMSS and PIRLS are available at https://timssandpirls.bc.edu/. 

The tests are designed by IEA experts with the goal of measuring reading skills, math 

skills, and science skills, as well as allowing for comparison of students’ skills across countries. 

Each test is translated into the local language and these translations are checked to ensure that 

they do not change the difficulty of the questions and retain the original meaning. All test 

booklets are marked by coders who are hired by the national research coordinator and trained 

by the IEA. During the marking, the coders do not see the names of the students. The quality 

of the marking is checked in two ways. First, a sample of tests within each country is marked 

by two coders independently. Second, a sample of tests of different countries are marked by 

coders who speak the pertinent languages. For example, coders who speak German and English 

are asked to mark tests of English and German students. The consistency of marking is very 

high. Within and across countries, coders agree whether a question is correct in more than 90 

percent of cases. Appendix Table B3 shows sample questions from PIRLS and TIMSS test 

booklets. 

 Our main outcomes are math, science, and reading test scores, each measured as the 

average of five plausible test score values for each student and topic. In Appendix B we provide 

more details on the construction and use of these plausible values. In addition to test scores, 

we use three further outcomes: (1) students’ job preferences, which captures their interest in 

specializing in a subject; (2) students’ enjoyment of a subject; and (3) students’ confidence in 

a subject. We take these measures from the surveys in which students were shown several 

statements and asked how much they agree with them on a 4-point scale ranging from 

“Disagree a lot” to “Agree a lot.” We measure job preferences with students’ agreement with 

statements like, “I would like a job that involved using mathematics.” We measure subject 

https://timssandpirls.bc.edu/
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enjoyment and subject confidence with students’ agreement to statements like, “I enjoy 

reading” and “Reading is easy.” Each of the statements references the specific course a student 

took. For example, students who took a general science class would be shown the statement, 

“I enjoy learning science,” whereas students who took a biology course would be shown, “I 

enjoy learning biology.” The statements measuring subject enjoyment and subject confidence 

were included for all students in both studies. The statement measuring job preferences was 

only shown to 8th grade students in TIMSS. Table 1 shows the wording of the statements and 

in which studies they were included. 

 

Table 1: Measurement of Job Preferences, Subject Enjoyment, and Subject Confidence  
 
Subject 

 
Study 

 
Grade 

 
Question item 

        
    
Panel A: Job Preferences  
    
Math TIMSS 8 I would like a job that involved using mathematics. 
Science TIMSS 8 I would like a job that involved using science. 
 
Panel B: Subject Enjoyment 

 

    
Math TIMSS 4 & 8 I enjoy learning mathematics. 
Science TIMSS 4 & 8 I enjoy learning science. 
Reading PIRLS 4 I enjoy reading. 
    
Panel C: Subject Confidence   
    
Math TIMSS 4 & 8 I usually do well in mathematics. 
Science TIMSS 4 & 8 I usually do well in science. 
Reading PIRLS 4 I usually do well in reading. 

Notes: This table shows the item wording for the questions measuring job preferences, subject confidence, and subject 
enjoyment. The job preference and subject confidence questions are preceded by the text, “How much do you agree with these 
statements about [mathematics/science/biology]?” The subject enjoyment questions are preceded by the text, “How much do 
you agree with these statements about learning [mathematics/science/biology]?” Each statement is then followed by a block 
of questions that include our chosen question on job preferences, subject confidence, and subject enjoyment. Agreement is 
measured on a 4-point scale with labeled answers “Agree a lot,” “Agree a little,” Disagree a little,” and “Disagree a lot.”  
 
 

 In the raw data, PIRLS and TIMSS include observations at the student–teacher level. 

If students have multiple teachers for a given subject, the test scores are therefore shown 

multiple times in the data. This happens in roughly 10 percent of the raw data, and particularly 

often for science. For example, in some schools, science is taught in two separate courses (e.g., 

biology and physics) by two distinct teachers, but students only take one science test in TIMSS, 
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which captures material from both classes. Estimating role model effects with this data 

structure would assign a higher weight to students who were taught by multiple teachers. To 

avoid this problem, we collapse our data at the student-assessment level, which leaves us with 

one observation per student in PIRLS and two observations for students in TIMSS—one for 

math and one for science. For students with multiple teachers in any one subject, teacher sex 

then becomes the share of female teachers in that subject. For example,  for a student taught by 

one male and one female teacher in science, teacher sex would take the value of 0.5. 

 

5. Empirical Strategy 

To measure the effect of same-sex role models on test scores, we estimate the following 

regression model: 

 

  𝑆𝑆𝑂𝑂𝑂𝑂𝑒𝑒𝑂𝑂𝑖𝑖𝑖𝑖𝑖𝑖 = 𝛽𝛽1𝐹𝐹𝑂𝑂𝑂𝑂𝐹𝐹𝐹𝐹𝑂𝑂 𝑆𝑆𝑂𝑂𝑂𝑂𝑆𝑆𝑂𝑂𝑆𝑆𝑂𝑂𝑖𝑖 + 𝛽𝛽2𝐹𝐹𝑂𝑂𝑂𝑂𝐹𝐹𝐹𝐹𝑂𝑂 𝑇𝑇𝑂𝑂𝐹𝐹𝑂𝑂ℎ𝑂𝑂𝑒𝑒𝑖𝑖 + 

        𝛽𝛽3𝐹𝐹𝑂𝑂𝑂𝑂𝐹𝐹𝐹𝐹𝑂𝑂 𝑆𝑆𝑂𝑂𝑂𝑂𝑆𝑆𝑂𝑂𝑆𝑆𝑂𝑂𝑖𝑖 × 𝐹𝐹𝑂𝑂𝑂𝑂𝐹𝐹𝐹𝐹𝑂𝑂 𝑇𝑇𝑂𝑂𝐹𝐹𝑂𝑂ℎ𝑂𝑂𝑒𝑒𝑖𝑖 + γ′𝑋𝑋𝑖𝑖𝑖𝑖𝑖𝑖 + 𝑂𝑂𝑖𝑖𝑖𝑖𝑖𝑖 ,   (2) 

where 𝑆𝑆𝑂𝑂𝑂𝑂𝑒𝑒𝑂𝑂𝑖𝑖𝑖𝑖𝑖𝑖 is the test score of student i in subject s that is taught by teacher j. 

𝐹𝐹𝑂𝑂𝑂𝑂𝐹𝐹𝐹𝐹𝑂𝑂 𝑆𝑆𝑂𝑂𝑂𝑂𝑆𝑆𝑂𝑂𝑆𝑆𝑂𝑂𝑖𝑖 is a dummy variable indicating the sex of the student, 𝐹𝐹𝑂𝑂𝑂𝑂𝐹𝐹𝐹𝐹𝑂𝑂 𝑇𝑇𝑂𝑂𝐹𝐹𝑂𝑂ℎ𝑂𝑂𝑒𝑒𝑖𝑖 is 

the share of female teachers in subject s (which is equivalent to a dummy variable when 

students only have one teacher in subject 𝑠𝑠), and 𝐹𝐹𝑂𝑂𝑂𝑂𝐹𝐹𝐹𝐹𝑂𝑂 𝑆𝑆𝑂𝑂𝑂𝑂𝑆𝑆𝑂𝑂𝑆𝑆𝑂𝑂𝑖𝑖 × 𝐹𝐹𝑂𝑂𝑂𝑂𝐹𝐹𝐹𝐹𝑂𝑂 𝑇𝑇𝑂𝑂𝐹𝐹𝑂𝑂ℎ𝑂𝑂𝑒𝑒𝑖𝑖 is an 

interaction term of these two variables. 𝑋𝑋𝑖𝑖𝑖𝑖𝑖𝑖 is a vector of control variables that differ by 

specification and 𝑂𝑂𝑖𝑖𝑖𝑖𝑖𝑖 is the error term. The role model effect is captured by 𝛽𝛽3, which shows 

the additional premium or penalty from having a same-sex teacher, on top of the general effect 

of having a female teacher. We estimate Equation (2) via ordinary least squares regressions 
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(OLS) and cluster our standard errors at the classroom level following the criteria outlined in 

Abadie et al. (2022).10  

For the standardization of our dependent variables, we take advantage of the fact that 

the TIMSS and PIRLS tests scores are designed to be comparable across countries and over 

time and are standardized to have means of 500 and standard deviations of 100 in their first 

waves (see Appendix B). To interpret our results in terms of “global” standard deviations, we 

therefore standardize the test scores by subtracting 500 and dividing by 100. Although we 

describe our empirical strategy in terms of test scores, we also estimate role model effects on 

job preferences, subject enjoyment, and subject confidence. We standardize each of these 

variables to have means of zero and standard deviations of one in our base dataset (see 

Appendix B). This approach allows us to interpret our results in terms of “global” standard 

deviations in these outcomes too. 

In cases in which students have one teacher per subject, OLS estimates of 𝛽𝛽3 are 

analogous to a “difference-in-difference” estimator (see Muralidharan and Sheth 2016). 

Without any additional control variables, �̂�𝛽3 is equal to the girl–boy difference in test scores of 

students taught by a female teacher minus the girl–boy difference of students taught by a male 

teacher. In the absence of omitted variable bias, the first difference would capture a role model 

effect (e.g., female teachers being better at teaching girls than boys) and sex differences in 

student ability (e.g., girls being more able than boys) for students taught by female teachers. 

The second difference would capture a role model effect (e.g., male teachers being better at 

teaching boys) and sex differences in student ability (e.g., girls being more able than boys) for 

 
10Abadie et al. (2022) distinguish between clustered sampling and clustered treatments. In our case, the treatment 
𝐹𝐹𝑂𝑂𝑂𝑂𝐹𝐹𝐹𝐹𝑂𝑂 𝑆𝑆𝑂𝑂𝑂𝑂𝑆𝑆𝑂𝑂𝑆𝑆𝑂𝑂𝑖𝑖 × 𝐹𝐹𝑂𝑂𝑂𝑂𝐹𝐹𝐹𝐹𝑂𝑂 𝑇𝑇𝑂𝑂𝐹𝐹𝑂𝑂ℎ𝑂𝑂𝑒𝑒𝑖𝑖  has no clear clustered structure, but our data can be described as a small 
sample of the population of classrooms in grades 4 and 8 in participating countries. For these kinds of settings, 
Abadie et al. (2017) recommend clustering at the sampling level, which is in our case is the classroom.  
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students taught by male teachers. If sex differences in student ability are the same for female 

and male teachers, �̂�𝛽3 isolates the role model effect.  

For students who are taught by multiple teachers in the same subject (e.g., they have 

two science teachers), the role model coefficient captures the additional premium or penalty 

from having same-sex teachers in all courses related to a subject (e.g., all science courses), on 

top of the general effect of having female teachers in all courses related to that subject.  

Besides the role model effect, �̂�𝛽3 could also capture biases from omitted variables. One 

instance of how this would happen is if sex differences in subject-specific ability are correlated 

with the number of female teachers. For example, the girl-boy difference in science ability 

might be larger than the girl-boy difference in math ability, and there might be more female 

science teachers than female math teachers. In this scenario, the fact that we observe female 

teachers more often in subjects in which girls are particularly able would lead to a positive bias 

of our role model estimate. We address this concern by holding average sex differences in 

subject-specific ability constant: in all specifications, 𝑋𝑋𝑖𝑖𝑖𝑖𝑖𝑖 includes dummy variables for the 

test subject (e.g., science) and female student by test subject interaction terms (e.g., Female 

Student × science).  

A related concern is that sex differences in teaching ability are correlated with the 

number of girls in a classroom. For example, female science teachers might be more effective 

than male science teachers and there might be more girls in science courses. This type of sorting 

would also lead to an upward bias in our role model estimates. We address this concern by 

holding average sex differences in subject-specific teaching ability constant. In all 

specifications, 𝑋𝑋𝑖𝑖𝑖𝑖𝑖𝑖 includes female teacher times test subject interaction terms (e.g., Female 

Teacher × science). 

Other threats to identification stem from systematic differences in student ability and 

teaching effectiveness due to non-random assignment of students to teachers. We therefore 
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exclude observations from single-sex schools and single-sex classrooms within schools. We 

address remaining concerns about non-random sorting of students and teachers by estimating 

specifications with the following five sets of fixed effects: (1) country fixed effects, (2) school 

fixed effects, (3) classroom fixed effects, (4) student fixed effects, and (5) student and teacher 

fixed effects. We further estimate results for a subsample of countries that have an institutional 

mandate of random assignment and show that average effects in these countries are very similar 

to our overall results (see Appendix Table B6). 

Although we will present our main results with specifications showing all fixed effects, 

two specifications are particularly important for our analysis. First, the school fixed effects 

specification, commonly used in the existing literature (e.g., Ammermüller and Dolton 2006; 

Dee 2007; Lim and Meer 2017, 2020; Lee, Rhee, and Rudolph 2019), serves as a natural 

benchmark. The school fixed effects specification also represents the “most controlled” 

specification that still allows us to estimate separate effects for different subjects. Second, the 

student and teacher fixed effects specification allows us to rule out most concerns about omitted 

variable bias. We discuss both specifications in detail below. 

 

School fixed effects specification: Parents choose their children’s schools, either directly or 

indirectly, by choosing where to live. Similarly, teachers can influence in which schools they 

work. We address these concerns by including fixed effects for each school-by-grade-by-year 

combination (e.g., Marie Curie school, grade 4, 2012). For brevity, we refer to these fixed 

effects as school fixed effects.  

For our school fixed effects specification, we exploit that within the same school, grade, 

and year, some students are assigned to female teachers and others to male teachers. For this 

reason, we additionally exclude schools that have no variation in teacher sex. These include 

schools with all female teachers or all male teachers and schools in which all classes have the 
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same share of female teachers (e.g., all sampled classes have 50 percent female teachers). We 

also exclude observations for the rare remaining instances in which there is no variation in 

𝐹𝐹𝑂𝑂𝑂𝑂𝐹𝐹𝐹𝐹𝑂𝑂 𝑆𝑆𝑂𝑂𝑂𝑂𝑆𝑆𝑂𝑂𝑆𝑆𝑂𝑂𝑖𝑖 × 𝐹𝐹𝑂𝑂𝑂𝑂𝐹𝐹𝐹𝐹𝑂𝑂 𝑇𝑇𝑂𝑂𝐹𝐹𝑂𝑂ℎ𝑂𝑂𝑒𝑒𝑖𝑖 at the school level. This can happen, for example, if 

all female teachers in a school only teach boys (e.g., the only female teacher in the school 

teaches chemistry to only the boys in a classroom). By actively excluding these instances, our 

regressions correctly report only observations that contribute to the identification of our effect 

of interest (see Miller, Shenhav, and Grosz 2021). 

The identifying assumption for this specification is that within a school, our variable of 

interest—𝐹𝐹𝑂𝑂𝑂𝑂𝐹𝐹𝐹𝐹𝑂𝑂𝑆𝑆𝑂𝑂𝑂𝑂𝑆𝑆𝑂𝑂𝑆𝑆𝑂𝑂𝑖𝑖 × 𝐹𝐹𝑂𝑂𝑂𝑂𝐹𝐹𝐹𝐹𝑂𝑂𝑇𝑇𝑂𝑂𝐹𝐹𝑂𝑂ℎ𝑂𝑂𝑒𝑒𝑖𝑖—is unrelated to unobserved factors affecting 

students’ test scores. This assumption would be violated if within schools, particularly high- 

ability girls were assigned to female teachers, particularly high-ability boys were assigned to 

male teachers, or both. We test the plausibility of our assumption by checking whether 

𝐹𝐹𝑂𝑂𝑂𝑂𝐹𝐹𝐹𝐹𝑂𝑂 𝑆𝑆𝑂𝑂𝑂𝑂𝑆𝑆𝑂𝑂𝑆𝑆𝑂𝑂𝑖𝑖 × 𝐹𝐹𝑂𝑂𝑂𝑂𝐹𝐹𝐹𝐹𝑂𝑂 𝑇𝑇𝑂𝑂𝐹𝐹𝑂𝑂ℎ𝑂𝑂𝑒𝑒𝑖𝑖 is related to predetermined student characteristics that 

could be related to student ability. More specifically, we estimate versions of Equation (2) with 

school fixed effects where we replace the dependent variable with the following predetermined 

student characteristics: age in years, and three dummy variables indicating whether the student 

is foreign born, has at least one parent with a university degree, and lives in a two-parent 

household. 

Our identifying assumption would also be violated if within schools, particularly 

effective teachers would be assigned to more students of their own sex. We test the validity of 

this assumption by checking whether 𝐹𝐹𝑂𝑂𝑂𝑂𝐹𝐹𝐹𝐹𝑂𝑂𝑆𝑆𝑂𝑂𝑂𝑂𝑆𝑆𝑂𝑂𝑆𝑆𝑂𝑂𝑖𝑖 × 𝐹𝐹𝑂𝑂𝑂𝑂𝐹𝐹𝐹𝐹𝑂𝑂𝑇𝑇𝑂𝑂𝐹𝐹𝑂𝑂ℎ𝑂𝑂𝑒𝑒𝑖𝑖  predicts the 

following predetermined teacher characteristics that could be related to teaching effectiveness: 

years of teaching experience, and four dummy variables indicating whether the teacher is 40 

years old or older, has a post-graduate degree, majored in education, or teaches in their field of 

expertise.  
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Table 2 shows the results of these balancing tests. Out of nine coefficients of interest, 

seven are tiny and statistically insignificant. We only see two statistically significant but tiny 

coefficients. First, the significant coefficient on student age shows that within schools, the girl–

boy difference in age of students taught by a female teacher is 0.0094 years (three days) larger 

than the girl–boy age difference of students taught by a male teacher. In other words, students 

taught by a same-sex teacher are slightly older than students taught by an opposite-sex teacher. 

Second, the significant coefficient on teacher majored in education shows that within schools, 

the female teacher versus male teacher difference in the proportion of teachers who have 

majored in education is 0.35 percentage points larger for female students than for male 

students., which represents a miniscule 0.55% of the unconditional probability that a teacher 

majors in education in our sample. These are economically meaningless differences which, 

altogether, support the validity of our research design. In any case, these small imbalances do 

not affect our results in our preferred specification that includes student and teacher fixed 

effects. 

Table 2: Balancing Tests 

    Role model effect       
  Mean Coef. Std. err. R-Squared Countries N 
Student characteristics:             
 Age (in years) 12.9 0.0094 (0.0019) 0.88 89 1,628,689 
 Foreign-born 0.09 -0.0008 (0.0008) 0.22 88 1,470,027 
 Parent(s) with university degree 0.38 -0.0009 (0.0015) 0.31 76 963,126 
 Two-parent household 0.66 -0.0018 (0.0023) 0.39 52 364,662 
Teacher characteristics:             
 40+ years old 0.76 -0.0017 (0.0021) 0.57 89 1,630,965 
 Experience (in years) 15.6 0.0297 (0.0283) 0.57 89 1,605,102 
 Has post-graduate degree 0.29 -0.0007 (0.0012) 0.64 89 1,571,995 
 Majored in education 0.63 0.0035 (0.0015) 0.60 86 1,301,828 
 Teaches field of expertise 0.86 0.0002 (0.0010) 0.67 82 1,273,757 

Notes: This table shows results from regressions of predetermined student and teacher characteristics on a female student 
dummy, the share of female teachers, and the interaction of these two variables. The coefficient and standard error shown in 
the table are from this interaction term. The regressions additionally include the following controls: two subject matter 
dummies (science and math, base group: reading), interaction terms of all three subject dummies with the female student 
dummy (Female Student × science, Female Student × math, Female Student × reading), interaction terms of all three 
subject dummies with the female teacher dummy (Female Teacher × science, Female Teacher × math, Female Teacher ×
reading). The number of observations differs depending on the availability of data on predetermined characteristics. Appendix 
Table B4 replicates this balancing test for our preferred estimation sample. Standard errors clustered at the classroom level are 
in parentheses. 
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Preferred specification—student fixed effects and teacher fixed effects: In our preferred 

specification, we include student fixed effects and teacher fixed effects. In this specification, 

we use within-student across-subject variation to hold constant all student characteristics that 

are the same across subjects. For example, we exploit that the same student may have a female 

science teacher and a male math teacher (or vice versa). By also including teacher fixed effects 

we address one main concern: that more-effective teachers could be assigned to a higher share 

of students of their own sex. 

This specification imposes several additional restrictions on our estimation sample. 

Most importantly, it requires us to drop data from PIRLS because this study only has data from 

one subject per student. The specification also requires us to exclude students who were taught 

only by teachers of one sex and students who had the same share of female teachers in both 

math and science (e.g., 50 percent female teachers in all math courses and 50 percent of female 

teachers in all science classes). Finally, we are also forced to exclude rare instances in which 

teachers taught students who were either all girls or all boys. Note that in this specification the 

coefficients on the female student dummy and female teacher dummy are not identified 

because these variables are perfectly colinear with student and teacher fixed effects. 

Our identifying assumption for this specification is that within students and within 

teachers, 𝐹𝐹𝑂𝑂𝑂𝑂𝐹𝐹𝐹𝐹𝑂𝑂𝑆𝑆𝑂𝑂𝑂𝑂𝑆𝑆𝑂𝑂𝑆𝑆𝑂𝑂𝑖𝑖 × 𝐹𝐹𝑂𝑂𝑂𝑂𝐹𝐹𝐹𝐹𝑂𝑂𝑇𝑇𝑂𝑂𝐹𝐹𝑂𝑂ℎ𝑂𝑂𝑒𝑒𝑖𝑖 is unrelated to unobserved variables affecting 

students’ test scores. 

Credibility of causal effects: Our preferred specification addresses many concerns 

people might intuitively have about sources of bias. Any omitted factors that systematically 

affect students or teachers of one sex are addressed by the inclusion of student and teacher 

fixed effects. For example, test designs that favor girls and school principals who are more 

supportive of male teachers would not bias our estimates. Student fixed effects also eliminate 

any bias caused by students who are more able in general (in both math and science) from 
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being more likely to be assigned to a same-sex teacher. We also do not have to be concerned 

about typical sex differences in subject-specific student and teacher ability because 𝑋𝑋𝑖𝑖𝑖𝑖𝑖𝑖 

includes subject main effects and interactions with the sex of students and teachers. Thus, 

students being more likely to be assigned to same- sex teachers in subjects in which they are 

generally more able would not introduce any bias. 

The most likely source of bias that remains is if deviations from average sex differences 

in subject-specific ability are correlated with teacher sex.11 For example, our estimates would 

be biased if girls who have a particularly high science ability—compared to the average sex 

difference in science ability—are more likely to be assigned to a female science teacher.  

We are not concerned about this type of incidental sorting because any residual sorting 

of concern would also have to be related to the sex match of teachers and students. For example, 

one can imagine that girls in one classroom are particularly good in science because they live 

in a neighborhood with a charismatic veterinarian who passionately teaches girls about animal 

biology. However, such a neighborhood characteristic would only bias our estimates if these 

girls were also more likely to be assigned to a female teacher in their science class.   

We are also not concerned about any reassignment in response to student and teacher 

characteristics for two reasons. First, we believe explicit changes to classrooms or teacher 

assignments are rare. Second, for these changes to bias our estimates, they would have to be 

related to both the sex difference of subject-specific ability and to the sex of the teacher. We 

find this implausible. For example, while it is possible that male science teachers are more 

likely to be assigned to classrooms with many male troublemakers, it is not plausible that these 

troublemakers are also particularly bad in science compared to math. 

 

 
11 One can always think of implausible sources of bias like external TIMSS coders favoring girls but only when 
they were taught by female teachers. This source of bias is highly unlikely because coders do not observe students’ 
sex nor do they know the sex of the teacher.  
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Summary statistics of estimation samples: Table 3 shows summary statistics of our least 

restrictive estimation sample (using country fixed effects) and the most restrictive estimation 

sample (using student and teacher fixed effects). 

 

Table 3: Summary Statistics for Our Most and Least Restrictive Estimation Samples 

  Country FE sample     
Most restrictive (preferred)  

specification sample 
                               N Mean   N Mean  Female Male 
Student characteristics:               
  Female 3,047,752 0.49   568,346 0.49 1 0 
  Age (years) 3,037,107 11.4   566,236 13.4 13.4 13.4 
  Foreign-born 2,270,763 0.10   533,194 0.09 0.08 0.09 
  25+ books at home 2,942,553 0.58   555,067 0.54 0.56 0.53 
  Speaks test language at home 2,899,132 0.75   549,548 0.73 0.73 0.73 
  Parent(s) have university 
degree 923,878 0.38   389,209 0.36 0.35 0.37 

                
Teacher characteristics:                
  Female 202,406 0.71   52,574 0.54 1 0 
  Experience (years) 198,316 16.5   51,650 15.9 15.1 15.9 
  40+ years old 201,949 0.69   52,473 0.83 0.59 0.59 
  Bachelor degree or higher 196,279 0.30   50,728 0.34 0.29 0.27 
  Majored in education 171,313 0.71   43,621 0.60 0.64 0.62 
  Teaches field of expertise 135,745 0.75   45,835 0.89 0.88 0.86 
                
Outcomes in math:               
  Math test scores  1,453,989 485   565,196 484 483 486 
  Confident in math 1,414,575 3.00   551,331 2.96 2.91 3.01 
  Enjoys math 1,405,166 2.98   547,694 2.93 2.90 2.96 
  Wants a job involving math 922,028 2.53   395,258 2.54 2.44 2.63 
                
Outcomes in science:               
  Science test scores  1,421,602 482   560,622 482 480 485 
  Confident in science 1,386,829 3.05   548,918 3.02 2.98 3.06 
  Enjoys science 1,383,653 3.09   547,801 3.05 3.01 3.08 
  Wants a job involving science 907,777 2.57   390,955 2.57 2.52 2.61 
                
Outcomes in reading:               
  Reading test scores  759,789 513           
  Confident in science 737,130 3.47           
  Enjoys science 736,038 3.36           
                

Notes: This table shows the number of observations and means for our country fixed effects sample and our preferred 
estimation sample. “N” refers to unique students when describing student characteristics, unique teachers when describing 
teacher characteristics, and unique student-by-subject-matter combinations when describing math, science, and reading 
outcomes. The country fixed effects sample consists of up to 3,047,752 unique students, 202,406 unique teachers, 105,916 
unique schools, and 144,372 unique classrooms from 90 countries. The preferred estimation sample consists of  568,346 unique 
students, 52,573 unique teachers, 22,004 unique schools, and 26,137 unique classrooms from 82 countries. 
 

In our country fixed effects sample, we have data from up to 3,047,752 different 

students. Students are on average 11.4 years old, ten percent of them are foreign born, 75 
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percent speak the test language at home, and 38 percent have at least one parent with a 

university degree. For these students, we observe 1,453,989 math scores, 1,421,602 science 

scores, and 759,789 reading scores. We also observe 202,406 teachers; 71 percent of them are 

female, they have on average 16.5 years of teaching experience, and 30 percent have a 

bachelor’s degree or higher. 

In our preferred specification sample, we observe 568,346 different students who are, 

on average, 13.4 years old. The increase in average age from our least restrictive sample is 

driven by the exclusion of PIRLS, which only contains data on 4th graders. In addition to the 

increase in age, the students have similar characteristics on average. For example, 9 percent 

are foreign born (compared to 10 percent in our country fixed effects sample), 73 percent speak 

the test language at home (compared to 75 percent), and 36 percent have at least one parent 

with a university degree (compared to 38 percent). For these students, we observe 565,196 

math scores and 560,622 science scores. However, we do see some differences in our teacher 

characteristics. The 49,018 teachers in this sample are less likely to be female (54 percent 

versus 71 percent) and more likely to be more than 40 years old (84 percent versus 69 percent), 

are less likely to have majored in education (60 percent versus 71 percent), and are more likely 

to teach in their area of expertise (89 percent versus 75 percent). 

Overall, these statistics show two things. First, we have many observations, even for 

our most restrictive, preferred estimation sample. Second, the characteristics of the students 

and especially the teachers included in our samples differ by specification. These differences 

can drive differences in point estimates if, for example, role model effects vary by student and 

teacher age. In our main analysis, we therefore report two estimates for each set of fixed effects: 

one that retains the largest possible estimation sample and one that holds the same sample 

constant across all fixed effects specifications. 
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6. Results 

6.1 Average role model effects on test scores and non-test score outcomes 

Role model effects on test scores: Figure 3(a) shows role model estimates with different sets 

of fixed effects where we keep the largest possible estimation sample for each specification. In 

our least restrictive specification with country fixed effects, our estimation sample consists of 

4,434,945 observations from 3,047,752 students for whom we have math, science, or reading 

test scores. In this specification the R-squared is 0.38, and the estimated role model effect is 

0.013 SD. As we include more-restrictive fixed effects, the R-squared increases substantially 

but our point estimates barely change. In our preferred specification, we include student and 

teacher fixed effects. The inclusion of these fixed effects reduces our estimation sample to 

1,135,175 observations from 568,346 students for whom we have math and science test scores 

and increases the R-squared to 0.96. This specification shows a precisely estimated role model 

effect of 0.015 SD. 

To check to what extent the small changes in point estimates are driven by differences 

in the estimation sample, Figure 3(b) shows estimates that keep the sample constant at the 

1,135,175 observations we use in our preferred specification. With our smaller and more 

restrictive sample, we see somewhat larger point estimates in the country and school fixed  

effects specifications (0.015 SD and 0.018 SD). However, our conclusions remain the same. 

The 99 percent confidence intervals for these estimates allow us to rule out effects smaller than 

0.008 and larger than 0.023 SD for all role model estimates shown in Figure 3. No matter the 

sample restrictions or the included fixed effects, we see a highly statistically significant role 

model effect of around 0.015 SD.12 

 

 
12 Appendix Table B6 shows when restricting our sample to countries with institutional random assignment, we 
find very similar results for all our outcomes of interest.  
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Figure 3: Role Model Effects—Test Scores 

 
Notes: This figure shows estimated role model effects from regressions of standardized test scores on a FemaleStudenti ×
FemaleTeacherj interaction term, a set of other control variables (see Section 5), and different sets of fixed effects (as indicated 
to the left of the vertical line). The inclusion of different fixed effects imposes different sample restrictions. For example, 
estimating specifications with student fixed effects requires us to limit our sample to students for whom we observe two test 
scores. Panel (a) shows role model effect estimates from specifications that use the largest possible estimation sample. Panel 
(b) shows estimates with one consistent estimation sample as imposed by our preferred teacher and student fixed effects 
specification (see Section 5). Appendix Table B5 shows the corresponding regression table. Horizontal bars show 95 percent 
and 99 percent confidence intervals that are based on standard errors clustered at the classroom level. 
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The role model effect in our analysis is half of the size of the average role model effect 

estimate from our meta-analysis (0.015 SD compared to 0.030 SD). It is hard to say what drives 

this difference. It could be differences in true effects, differences in methodologies, or 

publication bias. Although meta-analysis estimates are hard to interpret, our analysis is more 

transparent. By holding the methodology constant and reducing concerns about publication 

bias, we get a better sense of what is and, more importantly, what is not driving our average 

role model estimate.13 

A role model effect of around 0.015 SD is small. It represents a 1.5 point increase on 

the TIMSS or PIRLS tests. This effect is small compared to the predicted effect of other 

demographic characteristics in our data. For example, the predicted effect having at least one 

university-educated parent on test scores is 40 times as large as our estimated role model effect 

(0.605 SD) and the predicted effect of speaking the test language at home is 42 times larger 

than our role model effect (0.636 SD).14  

Our role model effect estimate is also small compared to estimates of teacher value-

added and teacher experience. For example, the estimate of Chetty, Friedman, and Rockoff 

(2014) of a one standard deviation increase in teacher value-added (VA) on students’ math test 

scores is ten times as large as our role model effect (0.149 SD). The estimate of Clotfelter, 

Ladd, and Vigdor  (2006) of having a teacher with 12+ years of experience instead of a rookie 

teacher on math scores is eight times larger (0.113 SD). The estimate of Hanushek et al. (2005)  

 
13 We stress the importance of holding the methodology constant to ensure that the methodology does not vary at 
the same time as the setting–something which is unfortunately often unavoidable in meta-analyses. However, 
holding the methodology constant does not mean researchers should avoid exploring how methodological choices 
affects their results. In our study, we intentionally show role model effects estimates with very different samples 
(ranging from 1,135,175 to 4,434,945 observations) and very different empirical specifications (ranging from 
country fixed effects to student and teacher fixed effects). The stability of our results across this wide range of 
empirical approaches gives us confidence that our results are not an artefact of arbitrary methodological choices.  
14 These predicted effects are based on bivariate regression of test scores on: (1) a dummy indicating that at least 
one of the student’s parents is university educated, or (2) a dummy variable indicating that the student speaks the 
test language at home.  
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of having a teacher with six-plus years of experience instead of a rookie teacher is eight times 

larger (0.12 SD). 

We explore heterogeneity of role model effects on test scores by subject, student 

characteristics, and teacher characteristics. Our results show larger role model effects in math 

than in science (0.0188 SD versus 0.0117 SD) and statistically insignificant role model effects 

in reading (0.0026 SD). Out of the 18 student and teacher characteristics we consider, only two 

show qualitatively different results to our estimated average effect. Role model effects are not 

statistically significant in grade 4 and for teachers who are not experts in their field (i.e., who 

did not major in the subject they are teaching). We show these heterogeneity results in 

Appendix B (Figure B1 and Table B1).  

 

Role model effects beyond test scores: Teachers’ influence on their students may go beyond 

test scores. Role models may also inspire students to follow in their footsteps and to make 

similar educational or occupational choices (Carrell, Page, and West 2010; Card et al. 2022; 

Mansour et al. 2022). They may also affect students’ confidence or how much they enjoy a 

subject. To test for such effects, we estimate role model effects using the same set of fixed 

effects that we used for our test score analysis. 

Figure 4 shows role model estimates for non–test score outcomes. We keep the largest 

possible estimation sample for each specification in the left column and show estimates for the 

consistent sample of our most restrictive specification in the right column. Our results show 

that the same-sex role model effect for job preferences in our preferred specification (0.064 

SD) is substantially larger than for test scores (0.015 SD). We further find role model effects 

of similar magnitudes on subject confidence (0.050 SD) and on subject enjoyment (0.089 SD). 

As for test scores, our results are very similar regardless of our sample restrictions or included 

fixed effects.  



 

Figure 4: Role Model Effects—Job Preferences, Subject Enjoyment, and Confidence 

 
Notes: This figure shows estimated role model effects from regressions of standardized job preferences on a 
FemaleStudenti × FemaleTeacherj interaction term, a set of other control variables (see Section 5), and different sets of 
fixed effects (as indicated on the left). We exclude eight countries because of missing data on job preferences from the first 
row (Algeria, Azerbaijan, Bosnia and Herzegovina, El Salvador, Honduras, Poland, Mongolia, and Yemen). The inclusion of 
different fixed effects imposes different sample restrictions. For example, estimating specifications with student fixed effects 
requires us to limit our sample to students for whom we observe two test scores. Figures in the left column show role model 
effect estimates from specifications that use the largest possible estimation sample. Figures from the right column show 
estimates with one consistent estimation sample as imposed by our preferred teacher and student fixed effects specification 
(see Section 5). Appendix Table B5 shows the corresponding regression table. Horizontal bars show 95 percent and 99 percent 
confidence intervals that are based on standard errors clustered at the classroom level. 
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Although we do not have data on students’ actual job choices, we find it plausible that 

these could also be affected. There is a strong relationship between intention to choose a STEM 

major or a career as measured in secondary education and the subsequent choice of STEM 

majors and careers (Moore and Burrus 2019). Teachers who affect students’ stated job 

preferences, their confidence, as well as their enjoyment of a subject may also affect their career 

trajectory by, for example, influencing which subjects the students choose in high school and 

university. Such effects on job choices would also be consistent with findings from previous 

studies. For example, Mansour et al. (2022) study the impact of professors at the United States 

Air Force Academy and find same-sex role model effects on receiving a STEM master’s degree 

and working in a STEM occupation. Similarly, Kofoed and McGovney (2019) study mentors 

at the U.S. Military Academy and find same-sex role model effects on choosing their mentor’s 

occupation.  

 

6.2 Global Heterogeneity in Role Model Estimates 

Our multi-country approach allows us to estimate separate role model effects for different 

countries while holding the methodology constant. These country-level estimates inform us 

about the generalizability of role model effects. In this section, we focus on the results on test 

scores and job preferences and, for brevity, show results for subject enjoyment and subject 

confidence in Appendix B.  

We estimate role model effects on test scores and job preferences with the set of 

controls from our preferred specification separately for each country. Figure 5 shows the 

resulting country-level estimates and their 95 percent confidence intervals. Table B7 in the 

appendix shows the corresponding point estimates and their standard errors.  



 

Figure 5: Role Model Effects by Country 
 

 
Notes: This figure shows estimated role model effects from regressions of standardized test scores (Panel a) or standardized job 
preferences (Panel b) on a FemaleStudenti × FemaleTeacherj interaction term, student fixed effects, teacher fixed effects, as well as 
other control variables from our preferred specification (see Section 5) for the different country subsamples indicated on the left of 
each panel. Because of multicollinearity, we exclude three countries (Albania, Pakistan, and Northern Ireland) where there is only one 
classroom per school after applying our preferred specification restrictions. We also exclude eight countries with missing data on job 
preferences from Panel (b) (Algeria, Azerbaijan, Bosnia and Herzegovina, El Salvador, Honduras, Poland, Mongolia, and Yemen). 
Panel (a) therefore shows 79 point estimates, and Panel (b) shows 71 point estimates. Appendix Table B7 shows the corresponding 
regression table. Horizontal lines show 95 percent confidence intervals that are based on standard errors clustered at the classroom 
level. 
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Figure 6: Global Variation in Same-Sex Role Model Effects Estimates—Test Scores 
 

 
 

 
 

Figure 7: Global Variation in Same-Sex Role Model Effects Estimates—Job Preferences 
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Our country-level estimates of role model effects on test scores range from –0.040 SD 

for Mongolia to +0.064 SD for Serbia; nine estimates are positive and significant at the 5 

percent level; 56 estimates are positive and insignificant; 17 estimates are negative and 

insignificant; no estimate is negative and significant. The world map in Figure 6 shows which 

role model effects on test scores estimates are positive and significant. This map shows very 

small significant effects in the United States (0.013 SD), Taiwan (0.017 SD), Japan (0.019 SD), 

Hong Kong (0.019 SD), Hungary (0.025 SD), Malaysia (0.022 SD), and South Korea (0.028 

SD). We only see significant estimates exceeding 0.05 SD in three countries: Serbia (0.064 

SD), Syria (0.056 SD), and Ireland (0.052 SD). In most countries we should expect small role 

model effects on test scores.  

Our country-level estimates of role model effects on job preferences range from –0.245 

SD for Jordan to +0.516 SD for Kuwait; 21 estimates are positive and significant at the 5 

percent level; 38 estimates are positive and insignificant; 16 estimates are negative and 

insignificant; and no estimates is negative and significant. The world map in Figure 7 shows 

positive and significant role model effects on job preferences in the United States (0.107 SD), 

Canada (0.061 SD), England (0.091 SD), Italy (0.251 SD), Spain (0.155 SD), Portugal (0.201 

SD), Greece (0.090 SD), Malta (0.469 SD), Hungary (0.096 SD), Romania (0.085 SD), 

Bulgaria (0.323 SD), Slovak Republic (0.177 SD), Slovenia (0.135 SD), Israel (0.144 SD), 

Turkey (0.072 SD), Japan (0.073 SD), Malaysia (0.068 SD), South Korea (0.071 SD), Hong 

Kong (0.098 SD), Taiwan (0.059 SD), and New Zealand (0.090 SD). Overall, we see much 

more between-country variation in estimated role model effects on job preferences than on test 

scores. We explore what might be driving this variation in the next two sections. 
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6.3 The Distribution of Same-Sex Role Model Effects 

The differences in country-level estimates shown in the previous section can reflect true 

heterogeneity as well as sampling error. To “remove” the variation stemming from sampling 

error, we estimate the distribution of the true role model effects. We do this by applying meta-

analysis methods to our own estimates. In contrast to typical meta-analyses, we do not have to 

worry about publication bias and differences in methodologies between studies. This means 

that the estimated standard deviation of the true effects should only capture the variation in true 

effect sizes. 

Figure 8 illustrates our approach for role model effects on job preferences. In blue is 

the kernel density of the distribution of country-level role model effects estimates on job 

preferences based on the estimates shown in Figure 5b. This distribution partly reflects 

sampling error. In red is the narrower estimated distribution of the true role model effects. We 

obtained this distribution by using the country-level estimates and their standard errors as input 

in a random effects model, estimated using restricted maximum likelihood. The results of this 

estimation are based on the assumption that the true role model effects are normally distributed, 

with a fitted mean of 0.058 SD and a fitted standard deviation of 0.030 SD. We can further 

leverage the normality assumption and infer that the true role model effects are negative in 3 

percent of the countries and larger than 0.05 SD in 60 percent of the countries.   

To probe more thoroughly how role model effects differ by setting, we estimate the 

distributions of the true role model effects for all four outcomes as well as all possible grade-

outcome combinations (e.g., 4th grade test scores). We estimate each of these distributions with 

a random effects model that uses country-level role model estimates and their standard errors 

as inputs (see Table B11 in Appendix B for these inputs). The credibility of the output of the 

random effects model depends on how reasonable the assumption is that the true effects are 

normally distributed. We test this assumption following Jackson and Mackevicius (2023) and 
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show in Appendix B on pages 91–93 that the normality assumption is reasonable for all four 

outcomes and all grade-outcome combinations.  

 

Figure 8: Densities of the Role Model Effect Estimates and the Fitted Distribution of 

True Role Model Effects for Job Preferences 

 

 
Notes: This figure shows a kernel density estimate of the distribution of the 71 country-level estimated role model effects on 
job preferences (blue line), which uses a bandwidth of 0.03. The figure also shows the density of a normal distribution with 
mean 0.058 and standard deviation 0.030 (red line). These are the estimated parameters for the true role model effects derived 
from the 71 country-level estimates using a random effects meta-analysis estimated with restricted maximum likelihood. 
Vertical dashed lines at zero and 0.05 are also shown, for reference.    

 

Table 4 summarizes key aspects of the estimated distributions of the true role model 

effects. Panel A shows estimates for the mean role model effects. In primary education (4th 

grade), we see that the estimated mean of role model effects on test scores is almost exactly 

zero. The mean effect is similarly small for confidence (0.013 SD) but substantially larger for 

enjoyment (0.057 SD). In secondary education (8th grade), the estimated mean effect is also 

tiny for test scores (0.013 SD) but larger for job preferences (0.058 SD), enjoyment (0.086 SD), 
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and confidence (0.046 SD). Taken together, these results are consistent with our results from 

Section 6: on average, role model effects are small for test scores and larger for non-test scores 

outcomes.  

 

Table 4: The Distribution of Role Model Effects 
Panel A: Average Mean 
Effect β Overall Primary Education 

 (Grade 4) 
Secondary Education 

(Grade 8) 

    
Std. Test Scores 0.0106 -0.0021 0.0130 

 [<0.0001] [0.6717] [<0.0001] 
Job Preferences 0.0578 N.A. 0.0578 

 [<0.0001]  [<0.0001] 
Enjoyment 0.0810 0.0573 0.0855 

 [<0.0001] [<0.0001] [<0.0001] 
Confidence  0.0435 0.0128 0.0459 

 [<0.0001] [0.5124] [<0.0001] 
        
Panel B: Standard Deviation 
of Effect τ  Overall Primary Education 

 (Grade 4) 
Secondary Education 

(Grade 8) 

    
Std. Test Scores 0.0002 0.0226 0.0001 
Job Preferences 0.0300 N.A. 0.0300 
Enjoyment 0.0400 0.0354 0.0419 
Confidence  0.0260 0.1082 0.0275 
        
Panel C: Probability Effect 
Positive Overall Primary Education 

 (Grade 4) 
Secondary Education 

(Grade 8) 

    
Std. Test Scores 1.0000 0.4627 1.0000 
Job Preferences 0.9732 N.A. 0.9732 
Enjoyment 0.9785 0.9472 0.9794 
Confidence  0.9525 0.5471 0.9522 
        
Panel D: Probability of 
Meaningful Effects (β > 0.05) Overall Primary Education 

 (Grade 4) 
Secondary Education 

(Grade 8) 

    
Std. Test Scores 0.0000 0.0105 0.0000 
Job Preferences 0.6033 N.A. 0.6033 
Enjoyment 0.7809 0.5816 0.8019 
Confidence  0.4012 0.3656 0.4401 
        

 

Legend     
Panel A   β > 0.025 
Panel B   τ  > 0.025 
Panel C   Prob > 95% 
Panel D   Prob > 50% 
Panel A-D   No data 

 
Notes: p-values are in square brackets. Job preferences are only measured in secondary education (grade 8). This is why, for 
job preferences, the “overall” results and “secondary education” results are identical. 
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Panel B shows the estimated standard deviations of the true role model effects. These 

show very little variation of role model effects on test scores in our overall sample (0.0002 

SD), in primary education (0.0226 SD) and in secondary education (0.0001 SD). These 

estimated standard deviations are much smaller than the estimated standard deviation of the 

true effect of 0.058 SD from our meta-analysis. This result is consistent with differences in 

methods between studies causing our meta-analysis to overestimate the standard deviation of 

the true effect. We generally see more variation in true effects for non-test score outcomes 

ranging from 0.026 SD (role model effect on confidence in overall sample) to 0.108 SD (effects 

on confidence in primary education).  

Panel C shows the estimated share of countries in which role model effects are positive. 

These estimates reveal an interesting pattern. In primary education the share of positive effects 

differs markedly by outcome. For test scores, we estimate that role model effects are positive 

for only 46 percent of the countries in our sample (leaving 54 percent with negative effects). 

Similarly, we estimate that role model effects on confidence are positive in merely 55 percent 

of countries. In contrast, role model effects on enjoyment are estimated to be positive in 95 

percent of countries. In secondary education, results are more consistent. We estimate that 

virtually every country has positive role model effects on test scores, 97 percent of countries 

have positive role model effects on job preferences and enjoyment, and 95 percent of countries 

have positive role model effects on confidence. For all four outcomes, role model effects in 

secondary education appear to be near universally positive.  

Panel D shows the share of countries in which we can expect a meaningfully positive 

effect, which we define as an effect larger than 0.05 SD. Overall, our estimates suggest that 

meaningfully positive effects on test scores are very rare (1 percent of countries in primary 

education and virtually no country in secondary education). In contrast, meaningfully positive 

effects are common for non-test score outcomes, ranging from 36 percent of countries (role 
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model effects on confidence in primary education) to 80 percent (effects on enjoyment in 

secondary education). 

Taking a careful look at the distribution of role model effects is very valuable for policy 

makers. For example, by studying the distribution we have learned that role model effects on 

test scores in primary education are negative in a substantial share of countries. This result 

suggests that policy makers should be aware that hiring more male primary school teachers to 

stop boys’ performance decline can backfire and produce small negative effects in some 

settings. A closer look at the distribution of role model effects has also shown that effects on 

test scores in secondary education are universally positive, but small. This result suggests that 

hiring more female teachers to increase girls’ performance in secondary education is unlikely 

to backfire but also will not have large effects. However, the larger and nearly universal 

positive effects in secondary education for other outcomes suggest that hiring more female 

teachers might still be a worthwhile policy. This policy promises effects on girls’ job 

preferences, subject enjoyment, and confidence that are most likely positive and potentially 

meaningful in magnitude.  

 

6.4 What Explains Country-Level Heterogeneity? 

We find that role model effects on test scores do not vary much between countries. For non-

test score outcomes, in contrast, we find meaningful heterogeneity in role model effects. In this 

section we will focus on explaining country-level heterogeneity in role model effects on one 

policy-relevant outcome that varies markedly between countries: students’ job preferences. In 

Appendix B, we replicate our results for role model effects on subject confidence and 

enjoyment.  

We explore country-level heterogeneity in role model effects on job preferences in two 

ways. First, we show a series of scatterplots that relate the size of role model effects to country-
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level observable characteristics. These plots show the estimated role model effect on job 

preferences on the y-axis and a given characteristic, for example, GDP per capita, on the x-

axis. For brevity, we describe details on how we measured these characteristics in the 

respective figure notes. These scatterplots allow the reader to visually inspect the relationship 

between those two variables. 

 
 

Figure 9: Role Model Effects in Job Preferences and Country-Level Correlates 
 

 
 

Notes: These panels show the bivariate relationships between the estimated role model effects on standardized job preferences 
shown in Figure 5 (on y-axes) and different country-level characteristics (on x-axes).  ρ shows the Pearson’s correlation 
coefficient between the two variables; the line shows a fitted least squares regression line. The size of each circle in the plot is 
dependent on the inverse of the standard error of the estimate, showing larger circles for more-precisely estimated effects. The 
characteristic shown in Panel (a) is log GDP per capita from 2019, which is taken from the World Bank World Development 
Indicators 2019. This characteristic is not available for Palestine, Scotland, Syria, and Taiwan. The characteristic shown in 
Panel (b) is the Human Development Index in 2017 computed by the United Nations (UN) as a composite measure of a 
country's average life expectancy at birth, years of schooling, and expected years of schooling, and the gross national income 
per capita in PPP terms. This characteristic is not available for Palestine, Scotland, and Taiwan. The characteristic shown in 
Panel (c) is the Gender Inequality Index (GII) from the Human Development Report 2020 published by the UN. The GII is 
calculated using this formula: GII = �Health ∗ Empowerment ∗ LFPR3  where Health is computed as Health = 

(� 10
MMR

∗ 1
ABR

 +1)/2 where MMR is maternal mortality rate and ABR is the adolescent birth rate. Empowerment is computed 
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as Empowerment =(�PRF ∗ SEF + �PRM ∗ SEM)/2 where PRF is the share of parliamentary seats held by women, and PRM 
is the share of parliamentary seats held by men. SEF is share of the female population with at least some secondary education, 
and SEM is the share of the male population with at least some secondary education. The GII is standardized to have a mean 
of zero and a standard deviation of 1 for the included countries. LFPR is computed as the mean of male and female labor force 
participation rates: LFPR = LFPRF+LFPRM

2
. The GII is missing for Hong Kong, Palestine, Scotland, and Taiwan. The 

characteristic shown in Panel (d) is the female university enrollment rate in 2016/17. The female university enrollment rate is 
computed as the ratio of total female enrollment in tertiary education, regardless of age, to the female population of the age 
group that officially corresponds to the tertiary level of education. The data are taken from the Gender Data Portal of the World 
Bank. This characteristic is available for all countries except for Japan, Lebanon, Palestine, Scotland, Taiwan, Turkey, Ukraine, 
and the United Arab Emirates. The characteristic in Panel (e) is the share of the female population aged 15+ who owned a 
bank account or mobile money account in 2017. The data are taken from the Gender Data Portal of the World Bank. This 
characteristic is not available for Iceland, Palestine, Scotland, and Taiwan. The characteristic shown in Panel (f) is the total 
fertility rate in 2019. The data are taken from the Gender Data Portal of the World Bank. This characteristic is not available 
for Palestine, Scotland, and Taiwan. 

 

Second, we use meta-regressions to estimate separate role model effects on job 

preferences for countries above and below the median for a given characteristic (e.g., above- 

and below-median GDP per capita). To do this, we use country-level estimates and their 

standard errors as inputs and estimate separate bivariate random-effect meta-regressions. In 

each model the single regressor is a dummy that indicates whether a country is above the 

median for a given characteristic. In these specifications, the coefficient on the intercept 

identifies the estimated role model effect for below-median countries, and we get the estimated 

role model effect for above-median countries by adding this coefficient and the coefficient on 

the regressor. We discuss those estimates in the text and show the corresponding regressions 

in Table B8 in the appendix.  

Using both approaches, we explore whether role model effects are related to a country’s 

economic development, gender inequality, or sex differences in math and science performance. 

 

Economic development. Role model effects may be smaller in less developed countries where 

job choices are typically more constrained by necessity and tradition. For example, children 

expected to work on the family farm or in the family business might have fewer opportunities 

to enter STEM occupations. We use two measures for economic development: GDP per capita 

and the Human Development Index (HDI). Figures 10 (a) and (b) show that role model effects 

on job preferences are positively related to the log of a country’s GDP per capita and a 
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country’s HDI. Our regressions confirm these results. Role model effects are significantly 

larger in countries with above-median GDP per capita (0.0739 SD compared to 0.0502 SD) 

and in countries that have an above-median HDI (0.0746 SD compared to 0.0494 SD). 

 

Gender inequality. Role model effects might be stronger in gender-unequal countries where 

women face systemic barriers to education and the workplace. Or role model effects might be 

stronger in gender-equal countries in which people are more aware of the remaining gender 

gaps. We measure gender inequality using the Gender Inequality Index from the United 

Nations Human Development Report (2020). This index is based on five measures: female 

secondary education completion, female labor force participation, share of parliamentary seats 

held by women, maternal mortality, and teenage birth rates.  

Figure 9 (c) shows that role model effects are smaller in more gender-unequal countries. 

Our regressions confirm these results: the estimated role model effects are significantly smaller 

for above-median gender-inequality countries (0.0498 SD versus 0.0724 SD). Figure B4 in the 

appendix shows that this relationship is driven by role model effects being larger in countries 

where more women complete secondary education, in countries with lower maternal mortality, 

and in countries with lower teenage birth rates. 

 

University enrollment, access to bank account, fertility rate. We also consider three 

additional measures of women’s circumstances in a country: women’s university enrollment, 

the share of women who have access to a bank account, and the fertility rate. Figures 9(d) and 

9(f) shows that role model effects are larger in countries in which women have higher 

university enrollment and fewer children. Regressions confirm these results. We see 

significantly higher role model effects in countries with above-median female university 

enrollment (0.0725 SD versus 0.0418 SD) and significantly lower role model effects in 
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countries with above-median fertility rates (0.0540 SD versus 0.0739 SD). Figure 9 (f) suggests 

larger role model effects in countries where a higher proportion of women have access to a 

bank account. However, our regressions show the above-median compared to below-median 

difference is only significant at the 10 percent level (0.0704 SD versus 0.0514 SD). 

 

Sex gaps in math and science test scores. Role model effects on job preferences might depend 

on the differences in boys’ and girls’ ability in math and science. For example, in countries 

where boys outperform girls in math, girls might see having a female math teacher as evidence 

that girls can do well in math and might therefore be more open to choosing a career that 

requires this subject. The same logic would predict that in countries where girls outperform 

boys in math, boys’ job preferences would be more influenced by having a male teacher. 

 
 

Figure 10: Role Model Effects on Job Preferences and Test Score Gaps between Boys 
and Girls 

 
Notes: This figure shows the relationship between the estimated role model effects on standardized job preferences shown in 
Figure 5 and the standardized sex gap (M–F) in science (Panel a) or math (Panel b). The size of each circle in the plot is 
dependent on the inverse of the standard error of the estimate, showing larger circles for more-precisely estimated effects. 
These gaps are computed as the country mean of the standardized science/math score of boys minus the country mean of the 
standardized science/math score of girls. ρ shows the Pearson’s correlation coefficient between the two variables; the line 
shows a fitted least squares regression line.  Both panels contain data for all 71 countries for which we have role model effects 
on job preferences. 
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Figure 10 shows that role model effects are larger in countries with larger performance 

gaps in favor boys for science and math. We also estimate separate role model effects for 

countries with above and below median boy–girl performance gaps. These regressions confirm 

our previous results. The estimated role model effect for above-median countries, where boys 

tend to outperform girls in science is 0.0939 SD and for below-median countries is 0.0371 SD.  

 

Heterogeneity of role model effects on subject enjoyment and confidence. The hetero-

genous role model effects on subject enjoyment and subject confidence broadly mirror the 

pattern for role model effects on job preferences. We show in Appendix B that role model 

effects on subject enjoyment and subject confidence are larger in developed countries and 

smaller in countries with high gender inequality (see Tables B9 and B10 in the appendix). More 

generally, we see role model effects on these two outcomes are correlated with role model 

effects on job preferences. The correlation between role model effects on job preference and 

role model effects on enjoyment is 0.50. The correlation between role model effects on job 

preferences and role model effects on confidence is 0.31. In countries where role models have 

a stronger effect on students’ job preferences, we also see stronger role model effects on how 

much students enjoy a subject and how confident they feel about it. 

 

Putting everything together. We have shown that role model effects on job preferences are 

larger in countries that are more developed, are more gender equal, in which women are more 

likely to go to university and have fewer children, and in which girls perform worse than boys 

in science and math tests. These results paint a clear picture of the type of countries in which 

we should expect to find larger role model effects on job preferences. For example, even though 

we do not have data on job preferences from India, we would expect only small role model 

effects for this outcome as India is a poor and relatively gender-unequal country. 
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Understanding which environmental factors cause differences in role model effects is 

difficult because we lack exogenous variation for these factors. However, the patterns we find 

are consistent with some explanations that can be tested using additional studies. One of these 

explanations is that larger role model effects on job preferences are caused by girls being 

outperformed by boys in technical subjects and women having the opportunity to choose the 

job they want (e.g., because they live in a richer country, expect to go to university, or have 

fewer children). In these circumstances, having a female science teacher may be powerful in 

showing that girls can do jobs that involve science.15  

 

7. Conclusion 

There is a widespread belief that the lack of same-sex role models exacerbates gender 

inequalities in education. Educators, politicians, and NGOs and have called for hiring more 

female teachers to boost girls’ performance in math and science and to motivate girls to enter 

STEM jobs. Similarly, hiring more male teachers in primary school has become a policy target 

to stop boys from falling behind at that stage of education. Whether role model effects exist 

and how strong they are, is therefore central for the design of policies that aim to increase 

representation through diversifying the teaching profession. 

Our study provides comprehensive evidence on role model effects from a meta-analysis 

and our own multi-country analysis. We establish that role models have a negligible effect on 

performance. Our meta-analysis shows an average role model effect on students’ performance 

in primary and secondary education of 0.030 SD. Our multi-country analysis finds an even 

smaller average role model effect on test scores of 0.015 SD. Furthermore, we show role model 

effects on test scores are small in most countries. We see larger average effects and more 

 
15 Note that this pattern suggests that role model effects are driven by girls’ interaction with female teachers. In 
principle, we could also see stronger role model effects in countries in which boys lag girls and can choose the 
job they want. However, it might be that role models matter less for boys as there is no lack of examples of 
successful men in technical fields. 
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variation for non-test score outcomes. For example, we find role model effects on job 

preferences of on average 0.064 SD, which are more pronounced in rich and gender-equal 

countries. Taken together, our results suggest that hiring more male teachers in primary school 

or more female teachers in STEM subjects will not close sex gaps in student performance. 

However, hiring more female STEM high school teachers promises to be an effective tool for 

reducing sex segregation in the labor market in rich and gender-equal countries. 

In addition to establishing these policy-relevant results, our paper showcases the 

scientific benefits of answering one research question by combining data from multiple 

settings. This approach gave us enough statistical power to detect a statistically significant but 

tiny effect on test scores. Having data from many countries also allowed us to estimate the 

distribution of role model effects and thoroughly explore which settings show substantial role 

model effects for students’ job preferences. In contrast to our meta-analysis, we could conduct 

this multi-country analysis without worrying about differences in methodology and publication 

bias.  

We see studies that combine causal estimates from many settings as the next step in the 

credibility revolution in economics. As a discipline, we have become much better at producing 

credible causal estimate for one specific setting. We now see an increase in studies that apply 

the same methodological rigor to data from multiple settings and carefully explore whether and 

why effects differ by context. We hope this trend continues.  
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Online Appendix 
 

Appendix A 
 

Supplementary Information about the Meta-Analysis 

Data Collection 

Research team: The data collection was carried out by a team of four pre-doctorial researchers 

(Anna Valyogos, Matt Bonci, Timo Haller, and Ana Bras) under the supervision of Ulf Zölitz 

at the University of Zürich. 

 

Databases and keywords: For our meta-analysis data collection, we searched Google Scholar, 

Web of Science (WoS), as well as pre-registered trials at socialscienceregistry.org (AEA RCT 

registry), cos.io, and https://researchregistry.com/. We used the search term combinations 

“same-sex, role model, test,” “same-sex, role model, grade,” “gender, role models, test,” 

“gender, role models, grade,” “same gender, teacher, role model, test,” “same gender, teacher, 

role model, grade,” “same gender, instructor, role model, test,” and “same gender, instructor, 

role model, grade.” 

 

Process: Using the above-mentioned keyword combinations, we searched the results from the 

first ten pages of Google Scholar, the first 100 results from WoS, the first 200 results of CoS, 

and all results from the other two pre-registered webpages. We did not use any date restrictions 

and included both peer-reviewed and non-peer–reviewed studies. For Google Scholar, WoS, 

and CoS we scrapped data using the corresponding APIs, while for the Social Science Registry 

and Research Registry we performed manual downloads. Using this process, we identified a 

total of 5,277 potential same-sex role model studies.  

Next, we removed duplicates (keeping the latest version) within and across the five data 

sources, thus narrowing our dataset to 4,150 studies. After that, we dropped all studies pre-

https://www.socialscienceregistry.org/
https://www.cos.io/
https://researchregistry.com/
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registered on Social Science Registry that matched our keywords but failed to include test 

scores or grades among their primary outcomes. We further filtered these results from SSR on 

study status, keeping only projects classified as complete and offering available results. After 

these pre-processing steps, we manually screened the title, abstract, and where necessary, the 

introduction of the remaining 1,838 studies and excluded those that did not match all pre-

registered inclusion criteria. We then performed full-text assessments of 174 articles to identify 

point estimates. Next, we removed all studies that did not allow us to calculate standardized 

role model effects and standard errors (e.g., if they did not report the standard deviation of the 

outcome). This left us with 24 studies reporting at least one same-sex role model effect. 

To avoid overlooking studies that did not use our keyword combinations, we identified 

studies that had more than 50 citations. For these highly cited papers, we collected the top ten 

papers that cited these seminal studies using the “cited by” functionality on Google Scholar. 

Through this process, we identified 130 additional potential role model studies. Of those 130 

studies, none reported a same-sex role model effect. That left our final sample of 24 studies. 

Figure A1 summarizes the data collection using the PRIMSA flow chart. 

 

Coding: From each of the 24 studies, we recorded all role model effects estimates on grades 

or test scores and their standard errors from the main paper and appendix. Besides recording 

these estimates and standard errors as they were reported in the paper, we standardized those 

estimates and standard errors that were not yet standardized by dividing them by the standard 

deviation of the outcome. In five out of 24 studies—Ammermüller and Dolton (2006), Dee 

(2007), Hermann and Diallo (2017), Hwang and Fitzpatrick (2021) and Neugebauer et al. 

(2011)—there were at least some role model estimates that had to be reconstructed from 

separate regressions for girls and boys. Typically, these were separate regressions of outcomes 

for boys and girls on a female teacher dummy. In these instances, we recovered the role model 



66 

effect as the difference between the female teacher effect for girls and the female teacher effect 

for boys. Recovering the standard error for this difference is impossible without making further 

assumptions. However, by assuming a zero covariance between both estimates, we recovered 

the standard error of the role model effect as the square root of the sum of squared standard 

errors of the female teacher effect for girls and the female teacher effect for boys.  

Furthermore, for each estimate we recorded the following information:   

• Study ID 
• Citation (APA) 
• Abstract 
• Link to publication (DOI or PDF) 
• Citation count as of November 25, 2022 (same as indicator for 100+ citations) 
• Main outcome (test score or grade) 
• Number of observations  
• Effect size  
• Standard error as reported 
• Effect size in std. dev 
• Standard error in std. dev 
• Subject 
• Estimation method 
• Country 
• Level of education 
• Identification of main analysis  
• Identifying variation in the main specification 
• First year of measurement 
• Last year of measurement 
• Coefficient specification type (the coefficient’s type of interaction) 
• Subsample of students 
• Single subject  
• Most controlled estimate 
• Heterogeneous effect (same as subsample of students) 
• Heterogeneity type (if the coefficient is subsample. For example, gender, single 

versus multiple teachers, native versus foreign students…) 
• Included in appendix  
• Model/table (the exact table/column location of the estimate) 
• Fixed effects  
• Controls  
• Comments 
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 For each paper, we classified one or multiple estimates as “most controlled estimates.” 

A study’s most controlled estimates are defined as those from the model specifications with 

the largest number of control covariates. For example, between an estimate that controls for 

student fixed effects and another that controls for student and teacher fixed effects, the latter is 

the most controlled. To define the most controlled estimates, we also considered the level of 

within-group variation used, with smaller within-subgroup variation being more controlled. 

For example, between two estimates, one using school fixed effects and one using classroom 

fixed effects, the latter would be considered the most controlled. All our most controlled 

estimates are still those targeting 𝛽𝛽3 from Equation (1), either directly or from combining 

coefficients from split sample regressions on boy and girl outcomes separately. Finally, we 

added an updated citation count extracted from Google Scholar on November, 25, 2022 for all 

studies included in our final sample. 

 

Consistency check: After the conclusion of the data collection, two predoctoral researchers 

not involved in the initial coding randomly selected five studies and replicated the data 

collection. Any ambiguities identified through this process were resolved in discussions with 

a co-author on this project. We recorded whether a study was checked for consistency, whether 

inconsistencies were found, and how they were resolved. Out of 106 replicated estimates, we 

found two inconsistent estimates and three inconsistent standard errors, yielding an error rate 

of 4.72%. These false values were corrected in the base dataset. 

In addition to replicating the data collection for five studies, all estimates in the 

remaining 19 studies were cross-checked by a different research assistant. Any ambiguities 

identified through this process were resolved in discussions with a co-author on this project. 

This yielded an error rate of 7.65% and false values were corrected in the base dataset.   
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Figure A1: Data Collection Flowchart 
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Pre-registration and deviations 

We pre-registered our meta-analysis on osf.org. The complete pre-registration is available at 

https://osf.io/rx2yv/. We adjusted the search process and the analysis as we learned more or 

encountered problems. In this section we record how we and why we deviated from our pre-

registration. 

 

Pre-registered search terms: “We will use the key words ‘Same-sex role models,’ ‘same-sex 

teacher,’ ‘gender role model,’ ‘teacher gender,’ ‘instructor gender,’ ‘female instructor,’ ‘male 

instructor,’ ‘female teacher,’ and ‘male teacher’ and require that the study must also mention 

either the word ‘test-score’ or ‘grade.’” 

Things we did differently: We used the following search terms: “same-sex role models,” 

“same-sex teacher,” “gender role model,” “teacher gender,” “instructor gender,” “female 

instructor,” “male instructor,” “female teacher,” and “male teacher” and a mention of either the 

word “test-score” or “grade” in each case and instead queried all sources using the eight 

keyword combinations outlined in section B1. We received many duplicate studies and 

therefore substituted “female” and “male” with “gender.” We also received many irrelevant 

studies when not including “role model.” We therefore restructured the search terms by linking 

pre-registered key words. This led to an overall smaller, but more effective, set of search terms. 

Moreover, when querying the Research Registry, we also used “gender, role model” as an 

additional keyword combination, since our original search returned extremely few results for 

this source. 

 

Pre-registered description of initial search process: “The RA will first identify studies by 

searching for the predetermined search terms in all the search platforms mentioned above. On 

Google Scholar, the RA will limit the search to the first 10 pages for each keyword.” 
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Things we did differently: We adapted our search process to the various functionalities 

offered by the data sources. For the AEA Registry, searching for our keywords proved 

unfeasible. We therefore downloaded all available data from the platform instead. Then, we 

used a Python script to filter for our keyword combinations in this downloaded metadata. 

Specifically, we required that at least one of our keywords to appear within some subset of the 

“Title,” “Abstract,” “Intervention,” and “Experimental design details” columns. This method 

resembles how the search would have presumably worked given a built-in search functionality, 

so we took these steps to imitate the pre-registration as closely as possible. 

In addition to limiting the search from Google Scholar to the first ten pages for each 

keyword group, we also limited the number of results looked at from WoS and CoS to the first 

100 and first 200 results, respectively. Without such restrictions our data collection would have 

become intractable.  

 

Pre-registered removal of duplicates: “Following this initial search, the RA will remove any 

duplicate studies and screen the titles and abstracts in accordance with the above criteria. At 

this stage, the RA will record studies that do not clearly fall outside the domain of our criteria 

in a spreadsheet. In cases of doubt, the RA will not exclude the study at this stage.” 

Things we did differently: Duplicate removal across the five different sources was often 

challenging; therefore, some duplicates were only identified and dropped during the first 

screening stage. Our final sample is unaffected by this deviation; it only implies that the same 

article might have been screened multiple times. 

 In the initial screenings, if either the title or abstract of a study were unavailable or 

offered insufficient details, RAs extended their focus beyond the preregistration and read the 

introduction of the study as well. Again, this deviation had no impact on our final sample of 

relevant articles—it only influenced the stage at which an unrelated study was excluded. 



71 

 

Pre-registered recording of information from initial screening: “For each study that 

survives this initial screening, the RA will record the following information: 

1. Date of search  

2. Citation (APA) 

3. Link to publication (DOI or pdf)” 

Things we did differently: We only collected the citation (in APA format) and publication 

link (DOI or pdf) for those studies that passed the full-text screening stage. We made this 

deviation for efficiency reasons, as significantly more studies than we had anticipated (1,838 

studies altogether) passed the initial screening stage and required full-text assessment by the 

RAs. 

 

Pre-registered coding: The RA will take a closer look at the studies recorded in the pre-

screened spreadsheet. If studies do not meet our three inclusion criteria, the RA will add why 

the studies should be excluded to the spreadsheet. To resolve ambiguities, the RA will consult 

with one of the co-authors on this project. For studies that do meet our criteria, the RA will 

add the following information to the spreadsheet: 

1. Type of main outcome (Test score or grade) 

2. Number of observations for main results 

3. Record one main effect, as identified by authors. For this effect, record: 

a. Effect size as reported 

b. Standard error as reported 

c. Effect size in standard deviations of the outcome 

d. Standard error in standard deviations of the outcome 

e. Subject (e.g., math) 
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f. Country where the study takes place 

g. Level of education (e.g., grade 8) 

4. Identification of main analysis (e.g. experiment, natural experiment, observational) 

5. Identifying variation in the main specification (e.g., between students, within schools, 

within classrooms) 

6. Data first year of measurement 

7. Data last year of measurement 

8. Indicator for 100+ citations.  

If there is not one clear main effect, the RA will record multiple effect sizes from the main 

specification. For example, if a study shows separate role model effects from three different 

countries but not one joint role model effect from all countries, we will record all three country-

level role model effects.” 

Things we did differently: Instead of coding only or a few main estimates, we coded all role 

model estimates from each relevant study’s main text and appendix. We decided to expand the 

data collection to all estimates to be more thorough. In addition to the information listed above 

we also recorded the following information: citation count as of November 25, 2022 (same as 

indicator for 100+ citations), main outcome (test score or grade), number of observations, effect 

size, standard error as reported, effect size in std. dev, subject, country, level of education, 

identification of main analysis, identifying variation in the main specification, first year of 

measurement, and last year of measurement.  

Five out of 24 studies had at least some role model estimates that had to be reconstructed 

from separate regressions for girls and boys. In these instances, we recovered the role model 

effect as the difference between the female teacher effect for girls and the female teacher effect 

for boys (see above). We also recovered the standard error of the difference as the square root 

of the sum of squared standard errors of the boy and girl estimates. 
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Pre-registered identification of overlooked studies: “To avoid overlooking studies, the RA 

will go through all papers in the spreadsheet with more than 100 citations and use Google 

Scholar to (1) check for citing studies and (2) check for related articles using the Google 

Scholar embedded functionality. Any relevant study identified through this secondary search 

will be coded as described in step 2.” 

Things we did differently: We extended our data collection by using 50 as our minimum 

citation cut-off instead of the pre-registered threshold of 100. We decided to lower this 

requirement as we found fewer relevant studies than expected and noticed that numerous 

studies had a citation count above 50 but below 100. We leveraged Google Scholar’s “citing 

studies” functionality but not its “related articles” option to check for potentially overlooked 

studies because the API returned these results more readily.  

 

Pre-registration of main effect recording:   

“We will report:  

• Meta regression results using all studies in our spreadsheet. We will estimate this model 

using a random-effect (RE) meta-regression. We will use the DerSimonian and Laird 

(1986) method to estimate the weights unless this becomes analytically impracticable; 

else will use more standard restricted maximum likelihood methods. This estimate will 

be produced using the meta regress, random(dlaird) functionality in the Stata meta-

analysis command suite.” 

Things we did differently: We decided to estimate a three-level random effects model (Harrer 

et al., 2021, Ch. 10). This model allows for true role model effects to differ by study and 

accounts for the dependence of role model effect estimates within each study. We estimated it 

via the restricted maximum likelihood and applied the Hartung–Knapp adjustment. 
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Pre-registration of publication bias correction:  

“We will report: 

• Estimates of the probability of publication for negative and significant results, negative 

and insignificant results, and positive and insignificant results (all relative to 

probability of publishing positive and significant results which is normalized to 1), as 

well as the estimate of the mean “latent study” role model effect (𝜇𝜇) corrected for 

publication bias. These estimates will be produced using Andrews and Kasey (2019) 

method and estimated with a 1.96 cutoff for p(.) assuming that the latent effects are 

normally distributed.” 

Things we did differently: In addition to the analysis in our pre-analysis plan we also 

implemented the 11 other publication bias correction methods shown in Table A2. We deviated 

from the pre-analysis plan because we found that results were quite sensitive to the exact 

correction method used.  
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 Meta-Analysis Supplementary Results 

Figure A2: Funnel Plot of All Role Model Effect Estimates 

 

 
Notes: This figure shows a scatterplot of 535 role model effects estimates from all 24 studies on the x-axis, with their standard 
error on the y-axis. To increase readability, this figure excludes three outlying role model estimates of size 1.15, 2.07, and 0.92 
SD with a standard error of 5.03, 5.42 and 6.83 SD, respectively. The gray shaded areas mark the traditional thresholds for 
statistical significance with 90 percent, 95 percent, and 99 percent confidence. The vertical dotted line marks our estimated 
average role model effect of 0.030 SD.  

 

 
 

Figure A3: Zoom into Funnel Plot of All Role Model Effect Estimates 

 
Notes: This figure shows a zoomed-in subsection of the scatterplot in Figure A2 where most estimates are present. The gray 
shaded areas mark the traditional thresholds for statistical significance with 90 percent, 95 percent, and 99 percent confidence. 
The vertical dotted line marks our estimated average role model effect of 0.030 SD.  
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Figure A4: Z-score Distribution with Critical Value with 90%, 95%, and 99% 
Two-Sided Critical Values Marked 

 

 

 

 
Notes: The figures show z-scores of 534 role model effects estimates from all 24 studies. These are all z-scores except for four 
outlier values (with z-scores of –22.39, 12.61, 12.68., and 12.79), which we excluded to make the figure more readable. The 
top, middle, and bottom figures include vertical dashed lines at 2.576, 1.960, and 1.645. These are the critical values for a two-
sided test of statistical significance based on the Normal distribution with 90 percent, 95 percent, and 99 percent confidence. 
The top, middle, and bottom histograms use a bin width of 0.645, 0.490, and 0.410 to facilitate the detection of heaping at the 
relevant significance thresholds.   
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Figure A5: Minimum Detectable Effect Size (MDE) of Role Model Estimates 

 

 

Notes: The red dashed line shows the linear regression fit between all 538 role model effect estimates (y-axis) and their 
corresponding ex-post MDE size (x-axis). Each dot represents one role model effect estimate. To increase readability, this 
figure excludes three outlying role model estimates of size 1.15, 2.07, and 0.92 SD with MDEs of 14.10, 15.19, and 19.13 SD. 
The slope of the dashed line is 0.079, with a standard error of 0.003 clustered at the study level. Excluding the three outliers 
not shown on the figure yields a slope of 0.009 with a standard error of 0.097. 
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Table A2: Role Model Effect Meta-Analysis Estimates Corrected for Publication 
Bias 

  
 

Estimation method 
Significance 

threshold  
for selection 

Average 
effect Std. err. 95%  

Confidence Interval 

Standard 
deviation  
of effect 

              
3-level REML -  0.030 (0.013) 0.005 0.055 0.058 
              
Trim and Fill -  0.012 (0.004) 0.004 0.020 0.077 
PET-PEESE -  0.006 (0.012) -0.017 0.029 0.049 
Limit-Meta -  0.012 (0.197) -0.373 0.397 0.058 
              
3-Parameter Selection  10% 0.029 (0.004) 0.021 0.038 0.049 
3-Parameter Selection  5% 0.035 (0.005) 0.026 0.044 0.050 
3-Parameter Selection  1% 0.038 (0.004) 0.029 0.047 0.051 
              
Andrews & Kasy (t) 10% 0.012 (0.003) 0.006 0.018 0.015 
Andrews & Kasy (t) 10%, 5% 0.012 (0.003) 0.006 0.018 0.015 
Andrews & Kasy (t) 10%, 5%, 1% 0.011 (0.003) 0.005 0.017 0.015 
Andrews & Kasy (N) 10% -0.027 (0.015) -0.056 0.002 0.074 
Andrews & Kasy (N) 10%, 5% -0.028 (0.017) -0.061 0.005 0.078 
Andrews & Kasy (N) 10%, 5%, 1% -0.039 (0.022) -0.082 0.004 0.088 
              

Notes: As a benchmark, the 3-level restricted maximum likelihood (REML) shows the estimated role model effect without 
correcting for publication bias as shown and described in Section 2.2. All other estimates apply different publication bias 
corrections. Trim and fill: Inverse variance method used for pooling estimates. REML estimator of the standard deviation of 
the effect size. Knapp–Hartung adjustment for the uncertainty in the between-study heterogeneity applied to the standard error 
of the effect size. PET-PEESE: Estimates from the PET model rather than from the precision-effect estimate with standard 
error (PEESE) model used because the one-sided t-test of intercept for the PET model does not reject the null hypothesis at 
the 5 percent level (p-value = 0.3055). Estimates weighted by their inverse variance. Assumption. Correction uses an REML 
estimator. Limit-Meta: Uses 3-level REML as input. 3-Parameter Selection: We use 0.05, 0.025, and 0.01 as jumps in the 
publication probability function. REML estimator of the standard deviation of the effect size and the standard deviation of the 
effect size. Andrews and Kasy: We use the Andrews and Kasy (2019) correction method, assuming the effects are either t-
distributed or normally distributed. We estimate separate corrections for cutoffs at the 0.05, 0.05, and 0.025, and 0.05,  0.025, 
and 0.01 significance levels for both positive and negative effects. We allow the probability of publication bias to be 
asymmetric. We produce estimates using Kasy's App: https://maxkasy.github.io/home/metastudy. Other correction methods: 
Andrews and Kasy (2019)’s non-parametric GMM method did not produce a useful corrected estimate due to singularity 
issues. We also tried various continuous selection models assuming underlying beta, half-normal, and logistic publication 
probability distributions, which also did not yield useful estimates due to non-convergence issues. 
 

 

  

https://maxkasy.github.io/home/metastudy
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Table A3: Meta-Regression of Role Model Estimates 

 

Notes: Coefficients from a series of three-level meta-regressions of role model effects estimates on grades and test scores, 
estimated using the meta package in R. Our sample contains all 538 role model estimates from 24 studies. The three levels 
account for nested interdependence while pooling information of individual participants into the various role model effects in 
primary studies (level 1), pooling all role model effects in each primary study (level 2), and pooling primary study role model 
effects into an overall role model effect (level 3). Panels A, B, C, and D produce bivariate regressions for each of the categories 
of interest, whereas Panel E shows coefficients for a single 3-LM Regression with all categories of interest as independent 
variables. All moderators are coded at the primary study level. Standard errors are in parentheses.  

Panel A: Identification (base = Experimental) 
  Coef. Std. err. 95% CI 
Intercept -0.009 (0.042) -0.091 0.073 
Observational/Natural experiment 0.043 (0.044) -0.043 0.129 
          
Panel B: Continent (base = Africa) 
  Coef. Std. err. 95% CI 
Intercept 0.094 (0.043) 0.009 0.179 
Asia -0.051 (0.048) -0.146 0.044 
Europe  -0.053 (0.049) -0.148 0.043 
North America -0.128 (0.050) -0.226 -0.031 
            
Panel C: School level (base = Secondary) 
  Coef. Std. err. 95% CI 
Intercept 0.051 (0.016) 0.019 0.083 
Primary -0.058 (0.024) -0.106 -0.011 
Both -0.047 (0.025) -0.097 0.002 
          
Panel D: Outcome (base = Grades) 
  Coef. Std. err. 95% CI 
Intercept -0.008 (0.037) -0.081 0.065 
Test scores 0.041 (0.037) -0.032 0.113 
          
Panel E:  Single 3-LM Regression 
  Coef. Std. err. 95% CI 
Intercept 0.137 (0.104) -0.067 0.341 
Identification (base = Experimental)         
  Observational/Natural experiment -0.063 (0.068) -0.1967 0.070 
Continent (base = Africa)         
  Asia -0.096 (0.067) -0.229 0.036 
  Europe -0.033 (0.066) -0.162 0.096 
  North America -0.144 (0.067) -0.276 -0.013 
School level (base = Secondary)         
  Primary -0.094 (0.033) -0.159 -0.03 
  Both -0.083 (0.034) -0.149 -0.017 
Outcome (base = Grades)         
  Test scores 0.068 (0.041) -0.013 0.149 
          
Test for significance of all moderators (p-value) 0.001       
Test for residual heterogeneity (p-value): <0.0001       
Variance components (τ)         
  Between studies 0.0068       
  Within studies 0.0003       
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Table A4: Role Model Effect Estimates Corrected for Publication Bias, Using the “Most 
Controlled” Set of Estimates 

 

Estimation method 
Significance 

threshold  
for selection 

Average 
effect Standard error 95%  

Confidence Interval 

Standard 
deviation  
of effect 

              
Three-level REML -  0.031 (0.014) 0.005 0.060 0.06 
              
Trim and Fill -  0.007 (0.004) -0.002 0.015 0.057 
PET-PEESE -  0.004 (0.001) -0.015 0.023 0.035 
Limit-Meta -  0.031 (0.161) -0.285 0.347 0.060 
              
3-Parameter Selection  10% 0.024 (0.005) 0.015 0.034 0.037 
3-Parameter Selection  5% 0.033 (0.006) 0.022 0.044 0.041 
3-Parameter Selection  1% 0.035 (0.006) 0.024 0.047 0.042 
              
Andrews & Kasy (t) 10% 0.007 (0.002) 0.003 0.011 0.007 
Andrews & Kasy (t) 10%, 5% 0.007 (0.001) 0.005 0.009 0.007 
Andrews & Kasy (t) 10%, 5%, 1% 0.008 (0.001) 0.006 0.010 0.007 
Andrews & Kasy (N) 10% -0.017 (0.014) -0.044 0.010 0.056 
Andrews & Kasy (N) 10%, 5% -0.011 (0.015) -0.040 0.018 0.065 
Andrews & Kasy (N) 10%, 5%, 1% -0.012 (0.019) -0.049 0.025 0.086 
              

Notes: The “most controlled” estimates are defined as those from model specifications using the largest amount of control 
covariates and narrowest within-group variation. From these estimates we additionally exclude “first difference” estimates, 
defined as effects of role models on test score or grade gains (i.e., the difference between test scores or grades at two points in 
time for each student). This latter restriction only affects one estimate from Dee (2007). Our resulting subset of most controlled 
estimates includes 297 estimates from our 24 selected studies. As benchmark, 3-level restricted maximum likelihood (REML) 
shows the estimated role model effect without correcting for publication bias as shown and described in Section 2.2. All other 
estimates apply different publication bias corrections. Trim and fill: Inverse variance method used for pooling estimates. 
REML estimator of the standard deviation of the effect size. Knapp–Hartung adjustment for the uncertainty in the between-
study heterogeneity applied to the standard error of the effect size. PET-PEESE: Estimates from the PET model rather than 
from the precision-effect estimate with standard error (PEESE) model used because the one-sided t-test of intercept for the 
PET model does not reject the null hypothesis at the 5 percent level (p-value = 0.3453). Estimates weighted by their inverse 
variance. Correction uses an REML estimator. Limit-Meta: Uses 3-level REML as input. 3-Parameter Selection: We use 0.05, 
0.025, and 0.01 as jumps in the publication probability function. REML estimator of the standard deviation of the effect size 
and the standard deviation of the effect size. Andrews and Kasy: We use the Andrews and Kasy (2019) correction method, 
assuming the effects are either t-distributed or normally distributed. We estimate separate corrections for cutoffs at the 0.05, 
0.05, and 0.025, and 0.05, 0.025, and 0.01 significance levels for both positive and negative effects. We allow the probability 
of publication bias to be asymmetric. We produce estimate using Kasy's App: https://maxkasy.github.io/home/metastudy. 
Other correction methods: Andrews and Kasy (2019)’s non-parametric GMM method did not produce a useful corrected 
estimate due to singularity issues. We also tried various continuous selection models assuming underlying beta, half-normal, 
and logistic publication probability distributions, which also did not yield useful estimates due to non-convergence issues.  
 

 
  

https://maxkasy.github.io/home/metastudy
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Figure A6: Funnel Plot of “Most Controlled” Role Model Effect Estimates 

 

 
Notes: This figure shows a scatterplot of the 296 most-controlled role model effects estimates from all 24 studies on the x-
axis, with their standard error on the y-axis. To increase readability, this figure excludes one outlying role model estimate of  
2.07 SD with a standard error of 5.42 SD. The gray shaded areas mark the traditional thresholds for statistical significance at 
the 10 percent, 5 percent, and 1 percent level. The vertical dotted line marks our estimated average role model effect of 0.032 
SD in this sample.  
 

 

Figure A7: Zoom into Funnel Plot of “Most Controlled” Role Model Effect Estimates 

 

 
Notes: This figure shows a zoomed-in subsection of the scatterplot in Figure A6 where most estimates are present. The gray 
shaded areas mark the traditional thresholds for statistical significance at the 10 percent, 5 percent, and 1 percent level. The 
vertical dotted line marks our estimated average role model effect of 0.032 SD. 
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Figure A8: Z-score Distribution of “Most Controlled” Role Model Effect Estimates, 
with 90%, 95%, and 99% Two-Sided Critical Values Marked 

 

 

 

 
Notes: This figure shows z-scores of the 297 most-controlled role model effects estimates from all 24 studies. The top, middle, 
and bottom figures include vertical dashed lines at 2.576, 1.960, and 1.645. These are the critical values for a two-sided test of 
statistical significance based on the Normal distribution with 90 percent, 95 percent, and 99 percent confidence. The top, 
middle, and bottom histograms use a bin width of 0.645, 0.490, and 0.410 to facilitate the detection of heaping at the relevant 
significance thresholds.   
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Figure A9: Minimum Detectable Effect Size (MDE) Plot of “Most Controlled” Role 
Model Estimates 

 

 

Notes: This red dashed line shows the linear regression fit between the 297 most-controlled role model effects estimates from 
all 24 studies (y-axis) and their corresponding ex-post MDE size (x-axis). Each dot represents one role model effect estimate. 
To increase readability, this figure excludes one outlying role model estimate of size 2.07 SD with an MDE of 15.19 SD. The 
slope of the dashed line is 0.132, with a standard error of 0.005 clustered at the study level. Excluding the outlier not shown 
on the figure yields a slope of 0.012 with a standard error of 0.085.
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Table A5: Meta-Regression of Role Model “Most Controlled” Estimates 
 
 

Notes: Coefficients from a series of three-level meta-regressions of role model effects estimates on grades and test scores, 
estimated using the meta package in R. Our sample contains the 297 most-controlled role model effects estimates from all 24 
studies. The three levels account for nested interdependence while pooling information of individual participants into the 
various role model effects in primary studies (level 1), pooling all role model effects in each primary study (level 2), and  
pooling primary study role model effects into an overall role model effect (level 3). Panels A, B, C, and D produce bivariate 
regressions for each of the categories of interest, whereas Panel E shows coefficients for a single 3-LM Regression with all 
categories of interest as independent variables. All moderators are coded at the primary study level. Standard errors are in 
parentheses. 
 

 
 
 
  

Panel A: Identification (base = Experimental) 
  Coef. Std. err. 95% CI 
Intercept -0.003 (0.047) -0.095 0.088 
Observational/Natural experiment 0.039 (0.049) -0.057 0.136 
          
Panel B: Continent (base = Africa) 
  Coef. Std. err. 95% CI 
Intercept 0.097 (0.041) 0.017 0.177 
Asia -0.042 (0.046) -0.132 0.048 
Europe  -0.078 (0.047) -0.170 0.014 
North America -0.112 (0.048) -0.207 -0.018 
              
Panel C: School level (base = Secondary) 
  Coef. Std. err. 95% CI 
Intercept 0.047 (0.018) 0.012 0.082 
Primary -0.040 (0.028) -0.095 -0.014 
Both -0.026 (0.029) -0.083 0.003 
          
Panel D: Outcome (base = Grades) 
  Coef. Std. err. 95% CI 
Intercept 0.009 (0.042) -0.074 0.093 
Test scores 0.025 (0.043) -0.060 0.109 
          
Panel E:  Single 3-LM Regression 
  Coef. Std. err. 95% CI 
Intercept 0.077 (0.090) -0.101 0.255 
Identification (base = Experimental)         
   Observational/Natural experiment 0.010 (0.057) -0.103 0.122 
Continent (base = Africa)         
  Asia -0.051 (0.054) -0.157 0.055 
  Europe -0.072 (0.053) -0.175 0.032 
  North America -0.112 (0.054) -0.218 -0.006 
School level (base = Secondary)         
  Primary -0.027 (0.034) -0.093 0.040 
  Both -0.012 (0.035) -0.081 0.056 
Outcome (base = Grades)         
  Test scores 0.024 (0.046) -0.066 0.113 
          
Test for significance of all moderators (p-value) 0.001       
Test for residual heterogeneity (p-value): <0.0001       
Variance components (τ)         
  Between studies 0.0068       
  Within studies 0.0003       
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Appendix B 

Super-Study Supplementary Material  

 

PIRLS and TIMSS Sampling 

TIMSS and PIRLS use the same two-stage stratified random sampling design and similar 

questionnaires of students, parents, teachers, and school principals. In each wave, each 

country’s national research coordinator first samples roughly 150 to 200 schools and interviews 

school principals. In the second stage, they randomly sample one to three classrooms in the 

target grade (respectively 4th grade for PIRLS, and 4th or 8th grade for TIMSS) within each 

selected school, depending on school size. Each cross-section and country-specific sample is 

representative of children in the survey target grade. The target sample size per country and 

wave is 5,000 children; however, countries often decide to sample more children. The target 

response rate is 85 percent of schools, 95 percent of classrooms, and 85 percent of children in 

classrooms; country survey teams use an additional sample of replacement schools, 

classrooms, or students whenever those response rates are below target.  

 

PIRLS and TIMSS Plausible Values 

The test answers for each student are transformed into estimates of a student’s subject-specific 

ability. For each student, the IEA calculates five plausible values per subject. These are 

different estimates of the student’s latent subject-specific ability based on their answers. Each 

of the five sets of plausible values is standardized by setting the unweighted mean of all 

countries that participated in TIMSS 1995 to 500 points and setting their standard deviation to 

100. To enable measurement of trends over time, achievement data from later TIMSS 

assessments (e.g., TIMSS 2011) were transformed to these same metrics. This was done by 

concurrently scaling the data from each successive assessment with the data from the previous 

assessment—a process known as concurrent calibration—and applying linear transformations 



86 

to place the results from each successive assessment on the same scale as the results from the 

previous assessment (see TIMSS 2019 Technical Report, Chapter 11, page 558). To simplify 

our analysis, we use the average of all five plausible values for each student as our main 

outcome variable. For simplicity, and following other studies that have worked with this data, 

we use the term “students’ test score” to refer to the average of these five values. Previous work 

using TIMSS data shows that regression analysis results are generally robust to this 

simplification (e.g., Bietenbeck and Collins 2023). 

 

Construction of Base Dataset Using PIRLS and TIMSS 

The base dataset contains all available data at the student-assessment level after removing 

duplicate observations and removing observations from country-study-grade-wave 

combinations that suffered implementation issues. We construct this base dataset by first 

merging the student and teacher data for each study, wave, and country (e.g., TIMSS 1999 

Armenia) and appending all country files per study wave (e.g., all TIMSS 1999). At this point, 

we systematically prepared and harmonized our variables of interest in each study-wave file to 

ensure that all variables in our estimation sample were comparable across waves and across 

TIMSS and PIRLS. We then appended all study-wave files into one large file per study (e.g., 

TIMSS), before appending the TIMSS and PIRLS files.  

In total, we excluded 19 out of 731 country-study-grade-wave combinations because of 

survey implementation issues. We excluded two country-grade-wave cases with empty student 

or teacher background files, such that student or teacher sex cannot be recovered; this issue 

occurred in Bulgaria and in South Africa for grade 8 in wave 1995. We also excluded 17 

country-grade-wave combinations in which students could not be linked to their teachers and 

classroom. Those issues took place in the first wave of TIMSS grade 8 in 1995 and were due 

to miscoding in some schools of the key variable linking students to teachers. Those survey 

implementation issues are documented in the 1995 user guide as “implementation issues,” and 
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lead to duplicate student observations with multiple test scores because student identifiers and 

student-teacher linking codes are miscoded in the Student-Teacher Linkage files (AST* and 

BST* files). We analyzed those files for all countries, grades, and waves. We confirmed the 

implementation issues reported for 12 country-grade-wave cases in the 1995 documentation, 

and we excluded entire country-waves from our analyses when issues affected 97% to 98% of 

student observations in grade 8 in those countries (Belgium Flanders, Cyprus, Czech Republic, 

Hungary, Iran, Israel, Latvia, Lithuania, New Zealand, Romania, Slovak Republic, and 

Slovenia). In addition, we also excluded five country-grade-wave cases from our analyses 

where we found evidence of similar implementation issues affecting more than 10 percent of 

student observations (Canada grades 4 and 8, affecting 59 percent of observations; Germany 

grade 8, affecting 66 percent of observations; England grade 8, affecting 18 percent of 

observations; and Belgium Flanders grade 8, affecting 16 percent of observations).  

For rarer instances of duplicate student observations affecting 0.05 percent to 6.5 

percent of student observations in TIMSS, we simply dropped student observations with 

duplicates. This concerns 15 country-grade-wave cases in 1995 (Australia grade 8, Austria 

grade 8, Colombia grade 8, Cyprus grade 4, Denmark grade 8, Greece grades 4 and 8, Israel 

grade 4, Kuwait grade 4, Portugal grade 4, Sweden grade 8, Switzerland grade 8, United States 

grades 4 and 8, and Scotland grade 8) and two cases in 1999 (England grade 8. affecting 3.5 

percent of observations, and Finland grade 8, affecting 0.01 percent of observations). We 

document all these exclusions in our Stata do-file. We will make this do-file as well as all our 

estimation do-files available to the general public upon acceptance of the paper.  

In the base dataset, job preference has a mean of 2.55 and a standard deviation of 1.02, 

subject enjoyment has a mean of 3.11 and a standard deviation of 0.91, and subject confidence 

has a mean of 3.12 and a standard deviation of 0.82. We use those means and standard 

deviations to standardize these three variables for our analysis (see Section 5). 
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Subject-, Student-, and Teacher-Level Heterogeneity 

Subject heterogeneity: We test whether our results differ by subject by estimating role model 

effects in separate samples for students’ math, science, and reading scores with our school fixed 

effects specification. This analysis is not possible with more-restrictive fixed effects as these 

require within-subject variation by classroom or student. Our results show some subject 

heterogeneity (see Appendix Table B2). Role model effects are somewhat larger in math than 

in science (0.019 SD compared to 0.012 SD) and statistically indistinguishable from zero for 

reading (0.003 SD). These differences in effects also explain why restricting our estimation 

sample leads to slightly larger role model estimates: because we cannot include reading scores 

in our preferred specification, our sample is limited to subjects (math and science) for which 

we see larger role model effects. 

Student- and teacher-level heterogeneity: We test whether our results differ by student and 

teacher characteristics by estimating role model effects using our preferred specification 

separately for different subsamples of students and teachers. Figure B1 shows little 

heterogeneity along any of the dimensions we consider. All point estimates are small and 

precisely estimated.  

We only see meaningful heterogeneity along two dimensions. Role model effects are 

larger in 8th grade compared to 4th grade (0.017 SD compared to 0.004 SD) and role model 

effects are larger for teachers who are experts in their field compared to those who are not 

(0.015 SD compared to 0.003 SD). 

 

 
  



89 

Figure B1: Student- and Teacher-Level Heterogeneity for Test Scores Estimates 

 

 

Notes: This figure shows estimated role model effects from regressions of standardized test scores on a FemaleStudenti ×
FemaleTeacherj interaction term, student fixed effects, teacher fixed effects, as well as other control variables from our 
preferred specification (see Section 5) for the different subsamples indicated on the left of the figure. Table B1 shows the 
corresponding regression table. Horizontal lines show 95 percent confidence intervals that are based on standard errors 
clustered at the classroom level.   
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Table B1: Student- and Teacher-Level Heterogeneity for Test Scores Estimates 

 

       95% Confidence Interval    
  Average Effect SE  LB UB   N 

Dependent variable: Std. Test Scores 
            
Student characteristics       
Grade 4 0.0039 (0.0072) -0.0102 0.0180 160,480 
Grade 8 0.0169 (0.0036) 0.0098 0.0240 1,451,717 
Foreign 0.0185 (0.0157) -0.0123 0.0492 106,478 
Native 0.0152 (0.0035) 0.0083 0.0220 1,405,458 
University-educated parent(s) 0.0162 (0.0084) 0.0003 0.0327 428,801 
No university-educated parent(s) 0.0180 (0.0049) 0.0084 0.0276 732,604 
Two-parent household 0.0124 (0.0112) -0.0095 0.0340 213,632 
No two-parent household 0.0165 (0.0130) -0.0090 0.0420 113,013 
      
Teacher characteristics         
15+ years of experience 0.0132 (0.0072) -0.0009 0.0273 602,999 
Less than 15+ years of experience 0.0187 (0.0051) 0.0087 0.0287 599,835 
Post-graduate degree 0.0119 (0.0112) -0.0100 0.0339 303,810 
No post-graduate degree 0.0128 (0.0037) 0.0055 0.0200 1,025,066 
Education major 0.0076 (0.0049) -0.0020 0.0172 555,223 
Not an education major 0.0188 (0.0064) 0.0063 0.0313 452,290 
Expert in their field 0.0154 (0.0035) 0.0085 0.0222 1,218,558 
Not an expert in their field 0.0027 (0.0142) -0.0251 0.0305 44,515 
Classroom has 30+ students 0.0158 (0.0046) 0.0068 0.0248 433,798 
Classroom has less than 30 students  0.0133 (0.0045) 0.0045 0.0221 1,178,387 

      
Notes: This table shows estimated role model effects from regressions of standardized test scores and job preferences on a 
FemaleStudenti × FemaleTeacherj interaction term, student fixed effects, teacher fixed effects, as well as other control 
variables from our preferred specification (see Section 5) for the different subsamples indicated on the left of the table. 
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Plausibility of the Normality Assumption 

One important assumption behind our results in Section 6.3 is that the true role model effects 

underlying our estimates are normally distributed. We test how plausible this assumption is 

following Jackson and Mackevicius (2023) and implement tests of normality.16 These tests take 

as input standardized country-level role model effects, 𝜃𝜃�𝑂𝑂
𝑆𝑆, standardized as: 

𝜃𝜃�𝑂𝑂
𝑆𝑆 =

𝜃𝜃�𝑂𝑂 −  Θ�−𝑂𝑂

�𝜏𝜏�2 + 𝑠𝑠𝑂𝑂𝑂𝑂2 + 𝑠𝑠𝑂𝑂Θ�−𝑂𝑂
2

 , 

where 𝜃𝜃�𝑂𝑂 and 𝑠𝑠𝑂𝑂𝑐𝑐2 are the role model effect and standard error estimates for country 𝑂𝑂, Θ�−𝑂𝑂 and 

𝑠𝑠𝑂𝑂Θ�−𝑐𝑐
2  are meta-estimates of the mean of all role model effects excluding country 𝑂𝑂 (obtained 

with the random effect model) and its standard error, and 𝜏𝜏�2 is the random effects variance 

estimate of the true role model effects, estimated using estimates from all countries. Under the 

null hypothesis that role model effects are normally distributed, 𝜃𝜃�𝑂𝑂
𝑆𝑆 should be distributed 

standard normal. Building on this insight, our tests for normality take the form of: (1) a 

graphical Quantile-Quantile (Q-Q) plot of the quantiles of 𝜃𝜃�𝑂𝑂
𝑆𝑆 contrasted with the standard 

normal quantiles, and (2) a Shapiro–Wilk test where the null hypothesis is that the estimates 

𝜃𝜃�𝑂𝑂
𝑆𝑆 are normally distributed.17 

Figure B2 shows ten different Q-Q plots with standardized country-level role model 

effects marked as circles and quantiles of the standard normal distribution as lines. The three 

 
16 This test is proposed in Wang, C. C., & Lee, W. C. (2020). Evaluation of the normality assumption in meta-
analyses. American Journal of Epidemiology, 189(3), 235-242. 
17 Note, however, the statistical and conceptual limitations of the Shapiro–Wilk test for these exercises. 
Statistically, this and other tests for normality become more likely to reject their hull hypothesis as the sample 
size increases. This means that, with enough data and even tiny deviations from normality, the null of normality 
will always be rejected, which limits the value of the tests. Conceptually, the assumption of normality is a 
modeling choice which—like all models—is a simplification of reality. We know that the data is not normally 
distributed; the real question is whether assuming normality is a good enough approximation of reality for the 
purposes of our exercise. We therefore believe that the Q-Q plots are better suited to answer this question. For a 
more comprehensive discussion on these points, see Allen Downey’s blog posts: 
https://allendowney.blogspot.com/2013/08/are-my-data-normal.html 
https://www.allendowney.com/blog/2023/01/28/never-test-for-normality/.  

https://allendowney.blogspot.com/2013/08/are-my-data-normal.html
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columns in the figure correspond to data across grade levels and are, from left to right: “Grades 

4 and 8 combined,” “Grade 4 only,” and “Grade 8 only.” The four rows correspond to different 

student outcomes and are, from top to bottom: “Test scores,” “Job preferences,” “Subject 

Enjoyment,” and “Subject Confidence.”  Above each figure we show the p-value of the 

Shapiro–Wilk test. When combining data from grades 4 and 8, our country-level role model 

effects estimates on test scores, subject enjoyment, and subject confidence are very close to 

normally distributed. When using grade 4 only data, there is some evidence that large positive 

role model effects on test scores and subject enjoyment are slightly more likely than what a 

normal distribution would predict. For subject confidence on grade 4 data, role model effects 

look very close to normally distributed except for very extreme negative effects, which are far 

less likely than a normal distribution would predict. For grade 8 only data, the assumption of 

normality seems to hold closely for role model effects on test scores, subject enjoyment, and 

subject confidence. Overall, the plots show that the assumption of normality is a reasonable 

modeling choice for all role model effects distributions. All deviations from normality are 

small. 
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Figure B2: Q-Q Plots with Standardized Country-Level Role Model Effects 

 

Notes: This figure shows 10 different Quantile-Quantile (Q-Q) plots for all country-level point estimates summarized in Table 
4, where each circle plots quantiles of standardized country-level role model effect point estimates (y-axis) and their 
corresponding quantile in the standard normal distribution (x-axis). The black 45-degree line is plotted as reference. SW p-
value shows the p-value of the Shapiro–Wilk test that tests the null hypothesis of a normal distribution. The three columns 
correspond to data across grade levels and are, from left to right: “Grades 4 and 8 combined,” “Grade 4,” and “Grade 8.” The 
four rows correspond to different student outcomes and are, from top to bottom: “Test scores,” “Job preferences,” “Subject 
enjoyment,” and “Subject confidence.” The role model effect estimates are standardized as in Jackson and Mackevicius (2023). 
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Table B2: Subject Heterogeneity 
 

 Math Science Reading 
Panel A Std. Dep. Var.: Test scores 
        
Role model effect 0.0188 0.0117 0.0026 
  (0.0032) (0.0037) (0.0097) 
        
Male - female score gap 0.033 0.053 -0.153 
R-squared 0.62 0.60 0.39 
Countries 85 85 56 
Observations 845,647 834,934 79,541 
        
Panel B Std. Dep. Var.: Job preferences 
        
Role model effect 0.0465 0.0769   
  (0.0060) (0.0069)   
        
Male - female score gap 0.198 0.096   
R-squared 0.18 0.23   
Countries 72 71   
Observations 511,263 505,472   
        
Panel C Std. Dep. Var.: Subject enjoyment 
        
Role model effect 0.0687 0.0947 0.0238 
  (0.0048) (0.0050) (0.0162) 
        
Male - female score gap 0.078 0.087 -0.359 
R-squared 0.22 0.24 0.12 
Countries 85 85 56 
Observations 818,346 814,662 77,443 
        
Panel D Std. Dep. Var.: Subject confidence 
        
Role model effect 0.0432 0.0687 -0.0024 
  (0.0048) (0.0050) (0.0136) 
        
Male–female score gap 0.133 0.102 -0.079 
R-squared 0.18 0.21 0.08 
Countries 85 85 56 
Observations 823,421 814,854 77,551 
        

Notes: This table shows estimated role model effects from regressions of the outcome variable shown in the first row of each 
panel on a FemaleStudenti × FemaleTeacherj interaction term and other control variables from our school fixed effects 
specification (see Section 5). In this specification we can identify role model effects on test scores, subject enjoyment, and 
subject confidence in 89 countries and on job preferences in 72 countries. However, math and science test scores and data on 
enjoyment and confidence are not available in four countries (Belize, Luxembourg, Macao, and Trinidad and Tobago). There 
is also no identifying within-school variation in same-sex science teachers in Honduras in our estimation sample. Reading test 
scores are also not available in 33 of these 89 countries. Standard errors clustered at the classroom level are in parentheses.  
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Supplementary Tables and Figures on the Super-Study  

 

Table B3: Examples of Questions Used in PIRLS and TIMSS 

 
Question Answer Percent Correct  

 
 
According to the article, why did some people long ago 
believe in giants? 

 
 
A correct response demonstrates 
understanding that people long ago 
believed in giants because they found 
huge bones/ skeletons/ fossils.  
 

 

53% 

Georgia wants to send letters to 12 of her friends. Half 
of the letters will need 1 page each and the other half 
will need two pages each. How many pages will be 
needed altogether? 
 

Correct response: 18 34% 

Bacteria that enter the body are destroyed by which type 
of cells? 

A. White blood cells 
B. Red blood cells 
C. Kidney cells 
D. Lung cells 

Correct response: A 61% 

Notes: This table shows three examples of test questions. The question in the first row was taken from PIRLS 2011 
(https://nces.ed.gov/surveys/pirls/released.asp), the question in the second row was taken from the math for 4th graders test of 
TIMSS 2011 (https://nces.ed.gov/timss/released-questions.asp), and the question in the third row was taken from science for 
8th graders of TIMSS 2011 (https://nces.ed.gov/timss/released-questions.asp). The third column shows the international 
average of the percentage of students who answered these questions correctly. The first question refers to a text entitled “The 
Giant Tooth Mystery,” which students had to read. After reading the text students were asked why some people long ago 
believe in giants. Answers were coded as correct if they demonstrated “understanding that people long ago believed in giants 
because they found huge bones/skeletons/fossils.” Fifty-three percent of students answered this question correctly. The second 
question asked students how many pages would be needed to write letters to 12 people if half of the letters will need one page 
each and the other half will need two pages each. Thirty-four percent of students answered this question correctly. The third 
question is a multiple-choice question asking about the type of cells that destroy bacteria that enter the body. Sixty-one percent 
of students answered this question correctly. 
 
  

https://nces.ed.gov/surveys/pirls/released.asp
https://nces.ed.gov/timss/released-questions.asp
https://nces.ed.gov/timss/released-questions.asp
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Table B4: Balancing Tests for Our Preferred Estimation Sample 

 

    Role model effect       
  Mean Coef. Std.err. R-Squared Countries Obs. 
Student characteristics             
 Age (in years) 13.4 0.0117 (0.0015) 0.83 82 1,134,443 
 Foreign-born 0.09 0.0008 (0.0005) 0.24 81 1,068,395 
 Parent(s) have university degree 0.36 -0.0011 (0.0012) 0.32 76 779,689 
 Two-parent household 0.65 0.0013 (0.0016) 0.43 51 243,296 
 
Teacher characteristics             

 40+ years old 0.82 -0.0027 (0.0030) 0.60 82 1,136,294 
 Experience (in years) 15.8 0.0519 (0.0385) 0.62 82 1,117,368 
 Has post-graduate degree 0.30 -0.0004 (0.0016) 0.67 82 1,095,100 
 Majored in education 0.59 0.0037 (0.0020) 0.64 78 934,042 
 Teaches field of expertise 0.89 -0.0003 (0.0012) 0.66 79 987,219 

Notes: This table shows results from regressions of predetermined student and teacher characteristics on a female student 
dummy, the share of female teachers, and the interaction of these two variables for the estimation sample from our preferred 
student and teacher fixed effects specification (see Section 5). The coefficient and standard error shown in the table are from 
this interaction term. The regressions additionally included the following controls: two subject matter dummies (science and 
math, base group: reading), interaction terms of all three subject dummies with the female student dummy 
(Female Student × science, Female Student × math, Female Student × reading), interaction terms of all three subject 
dummies with the female teacher dummy (Female Teacher × science, Female Teacher × math, Female Teacher ×
reading). The number of observations differs depending on the availability of data on predetermined characteristics. Table 2 
shows this balancing test for the entire data. Standard errors clustered at the classroom level are in parentheses. 
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Table B5: Role Model Effects on all Outcomes 
 Std. Test scores 
Least restrictive sample       
Role model effect 0.0130 0.0150 0.0183 0.0148 0.0149 
 (0.0025) (0.0021) (0.0021) (0.0018) (0.0016) 
Fixed effects Country School Classroom Student Student & Teacher 
R-squared 0.38 0.60 0.66 0.94 0.96 
Countries 90 89 82 82 82 
Observations 4,434,945 1,634,574 1,226,915 1,141,407 1,135,175       
Most restrictive sample  
Role model effect 0.0149 0.0182 0.0187 0.0147 0.0149 
 (0.0024) (0.0021) (0.0021) (0.0019) (0.0016) 
Fixed effects Country School Classroom Student Student & Teacher 
R-squared 0.41 0.65 0.67 0.94 0.96 
Countries 82 82 82 82 82 
Observations 1,135,175 1,135,175 1,135,175 1,135,175 1,135,175 

 

 Std. Job Preferences 
Least restrictive sample       
Role model effect 0.0532 0.0590 0.0596 0.0630 0.0637 
 (0.0034) (0.0043) (0.0045) (0.0047) (0.0048) 
Fixed effects Country School Classroom Student Student & Teacher 
R-squared 0.13 0.17 0.19 0.68 0.72 
Countries 72 72 72 71 71 
Observations 1,842,968 1,008,485 856,700 781,204 776,713       
Most restrictive sample  
Role model effect 0.0618  0.0621  0.0624 0.0633 0.0637 
 (0.0047) (0.0047) (0.0047) (0.0047) (0.0048) 
Fixed effects Country School Classroom Student Student & Teacher 
R-squared 0.13 0.19 0.20 0.68 0.72 
Countries 71 71 71 71 71 
Observations 776,713 776,713 776,713 776,713 776,713 

 

 Std. Confidence in Subject 
Least restrictive sample       
Role model effect 0.0547 0.0535 0.0619 0.0516 0.0505 
 (0.0025) (0.0034) (0.0038) (0.0038) (0.0039) 
Fixed effects Country School Classroom Student Student & Teacher 
R-squared 0.12 0.17 0.19 0.70 0.74 
Countries 90 89 82 82 82 
Observations 4,361,900 1,595,181 1,199,318 1,104,247 1,098,172       
Most restrictive sample  
Role model effect 0.0632 0.0638 0.0641 0.0515 0.0505 
 (0.0040) (0.0040) (0.0039) (0.0039) (0.0039) 
Fixed effects Country School Classroom Student Student & Teacher 
R-squared 0.10 0.18 0.19 0.70 0.74 
Countries 82 82 82 82 82 
Observations 1,098,172 1,098,172 1,098,172 1,098,172 1,098,172 

 

 Std. Enjoyment of Subject  
Least restrictive sample       
Role model effect 0.0737 0.0820 0.0946 0.0888 0.0887 
 (0.0025) (0.0035) (0.0039) (0.0040) (0.0040) 
Fixed effects Country School Classroom Student Student & Teacher 
R-squared 0.11 0.20 0.23 0.68 0.73 
Countries 72 72 72 71 71 
Observations 4,303,409 1,588,238 1,193,083 1,094,103 1,088,056       
Most restrictive sample  
Role model effect 0.0936  0.0952  0.0953 0.0886 0.0887 
 (0.0041) (0.0041) (0.0040) (0.0040) (0.0040)       
Fixed effects Country School Classroom Student Student & Teacher 
R-squared 0.14 0.23 0.24 0.68 0.73 
Countries 71 71 71 71 71 
Observations 1,088,056 1,088,056 1,088,056 1,088,056 1,088,056 

Notes: This table shows more details on the role model effects estimates shown in Figures 3 and 4. The “role model effect” in 
the table stems from a regressions of standardized test scores, job preferences, subject confidence, and subject enjoyment on 
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a FemaleStudenti × FemaleTeacherj interaction term, a set of other control variables, and different sets of fixed effects. The 
inclusion of different fixed effects imposes different sample restrictions (see Section 5). For example, estimating specifications 
with student fixed effects requires us to limit our sample to students for whom we observe two test scores. Thus, the table 
shows role model effect estimates from specifications that use the least and most restrictive estimation sample. Standard errors 
clustered at the classroom level are in parentheses.  

 
 
 
 

Table B6: Role Model Effects for Countries with Random Institutional Assignment 
 

  (1) (2) (3) (4) 

 Std. Test scores Std. Job preferences Std. Subject confidence Std. Subject enjoyment 

     
Role model effect 0.0211 0.0694 0.0858 0.105 

 (0.0052) (0.0135) (0.0137) (0.0147) 

     
N 67,252 43,762 66,386 66,162 
Adj. R2 0.881 0.459 0.472 0.387 

Notes: This table shows role model effects estimates for a subsample of countries with random institutional assignment. These 
countries are Greece (Goulas, Griselda, and Megalokonomou 2022), South Korea (Park, Behrman, and Choi 2013) and Taiwan 
(Chang, Cobb-Clark, and Salamanca 2022). The “role model effect” in the table stems from regressions of standardized test 
scores, job preference, subject confidence, and subject enjoyment on a FemaleStudenti × FemaleTeacherj interaction term, 
and a set of other control variables, with student and teacher fixed effects (see Section 5). Standard errors clustered at the 
classroom level are in parentheses.  
 
 

 

 

 

 

 

 

 

 

 

 



 

Table B7: Global Heterogeneity of Role Model Effects Estimates for All Outcomes 
 

Outcome Test Scores     Test Scores     Test Scores     
Job 

Preferences     

  
Overall 

  

Primary 
Education 

 (G4)   

Secondary 
Education 

(G8)    

Secondary 
Education 

(G8)    

Country 
Average 
Effect SE N 

Average 
Effect SE N 

Average 
Effect SE N 

Average 
Effect SE N 

Algeria 0.009 0.017 6,664 N/A  N/A  N/A  0.009 0.017 6,664 N/A  N/A  N/A  
Argentina 0.041 0.035 476 N/A  N/A  N/A  0.041 0.035 476 0.098 0.186 382 
Armenia 0.003 0.028 13,820 0.019 0.070 1,040 -0.001 0.031 12,780 -0.004 0.069 8,346 
Australia 0.010 0.010 28,061 0.002 0.032 1,731 0.012 0.010 26,330 0.029 0.023 22,970 
Austria 0.017 0.042 6,054 0.134 0.042 380 -0.001 0.047 5,674 0.077 0.086 5,520 
Azerbaijan 0.043 0.084 348 0.043 0.084 348 N/A  N/A  N/A  N/A  N/A  N/A  
Bahrain 0.020 0.034 3,194 0.143 0.067 858 -0.037 0.037 2,336 -0.060 0.130 2,094 
Belgium -0.026 0.025 2,806 0.001 0.056 418 -0.035 0.028 2,388 -0.071 0.092 2,332 
Bosnia and Herz. 0.021 0.025 6,752 N/A  N/A  N/A  0.021 0.025 6,752 N/A  N/A  N/A  
Botswana 0.002 0.010 18,698 -0.002 0.055 1,352 0.003 0.010 17,346 -0.005 0.031 13,018 
Bulgaria -0.018 0.033 9,140 -0.101 0.066 174 -0.012 0.035 8,966 0.323 0.096 6,162 
Canada 0.000 0.007 32,356 -0.024 0.023 2,570 0.004 0.007 29,786 0.061 0.024 23,802 
Chile 0.004 0.012 20,734 -0.001 0.024 1,462 0.003 0.012 19,272 0.041 0.042 18,790 
Colombia 0.000 0.016 9,476 0.016 0.047 1,310 -0.003 0.017 8,166 0.028 0.060 3,218 
Cyprus -0.011 0.012 27,888 -0.033 0.017 8,272 0.026 0.016 19,616 0.085 0.046 13,202 
Czech Rep. 0.003 0.019 12,248 -0.049 0.026 1,288 0.025 0.023 10,960 -0.025 0.088 4,738 
Denmark 0.007 0.018 7,148 0.022 0.015 5,608 -0.075 0.053 1,540 0.080 0.082 1,248 
Egypt 0.022 0.021 8,538 N/A  N/A  N/A  0.022 0.021 8,538 0.116 0.064 6,718 
El Salvador 0.012 0.013 4,534 0.000 0.000 180 0.019 0.013 4,354 N/A  N/A  N/A  
England 0.004 0.010 15,483 -0.052 0.030 1,585 0.013 0.010 13,898 0.091 0.042 10,112 
Estonia 0.056 0.051 4,378 N/A  N/A  N/A  0.056 0.051 4,378 0.001 0.089 4,356 
Finland 0.006 0.011 16,163 0.022 0.023 1,206 0.005 0.013 14,957 0.039 0.026 14,591 
France -0.015 0.021 10,060 0.064 0.026 858 -0.023 0.023 9,202 0.088 0.058 8,756 
Georgia -0.009 0.025 8,188 -0.034 0.068 358 -0.008 0.027 7,830 -0.006 0.085 5,442 
Germany 0.026 0.019 3,878 0.012 0.019 3,216 0.101 0.084 662 -0.006 0.163 654 
Ghana 0.031 0.024 6,238 N/A  N/A  N/A  0.031 0.024 6,238 -0.040 0.049 4,164 
Greece 0.032 0.024 8,630 N/A  N/A  N/A  0.032 0.024 8,630 0.090 0.044 8,208 
Honduras 0.014 0.013 3,974 N/A  N/A  N/A  0.014 0.013 3,974 N/A  N/A  N/A  
Hong Kong 0.019 0.008 34,144 -0.006 0.010 13,100 0.031 0.010 21,044 0.098 0.022 18,518 
Hungary 0.025 0.011 34,136 -0.043 0.030 1,630 0.040 0.012 32,506 0.096 0.046 27,232 
Iceland 0.004 0.044 1,806 -0.052 0.106 100 0.005 0.046 1,706 0.141 0.110 1,586 
Indonesia 0.007 0.011 27,214 -0.010 0.031 1,110 0.007 0.011 26,104 0.033 0.023 20,262 
Iran 0.063 0.072 324 N/A  N/A  N/A  0.063 0.072 324 -0.012 0.110 320 
Ireland 0.052 0.022 6,210 N/A  N/A  N/A  0.052 0.022 6,210 0.112 0.057 5,872 
Israel 0.026 0.017 11,596 0.000 0.000 48 0.025 0.017 11,548 0.144 0.047 9,672 
Italy -0.020 0.041 554 0.004 0.049 410 -0.110 0.039 144 0.251 0.034 140 
Japan 0.019 0.008 40,674 0.001 0.008 10,842 0.028 0.010 29,832 0.073 0.016 25,184 
Jordan -0.023 0.058 668 N/A  N/A  N/A  -0.023 0.058 668 -0.245 0.183 586 
Kazakhstan 0.026 0.027 11,090 0.000 0.000 112 0.020 0.028 10,978 -0.020 0.056 10,554 
Kuwait -0.031 0.085 1,024 -0.013 0.091 414 -0.019 0.190 610 0.516 0.288 530 
Latvia -0.013 0.037 5,608 0.000 0.000 108 -0.022 0.036 5,500 -0.051 0.087 5,400 
Lebanon 0.019 0.014 19,824 N/A  N/A  N/A  0.019 0.014 19,824 0.049 0.045 14,560 
Lithuania 0.001 0.021 20,982 0.000 0.000 58 0.002 0.021 20,924 0.038 0.074 16,282 
Macedonia 0.009 0.019 16,012 N/A  N/A  N/A  0.009 0.019 16,012 0.076 0.045 14,796 
Malaysia 0.022 0.009 22,700 N/A  N/A  N/A  0.022 0.009 22,700 0.068 0.020 19,436 
Malta 0.009 0.017 3,324 0.003 0.017 1,740 0.034 0.050 1,584 0.469 0.234 376 
Moldova 0.025 0.030 9,832 N/A  N/A  N/A  0.025 0.030 9,832 -0.040 0.058 9,294 
Mongolia -0.040 0.024 2,204 N/A  N/A  N/A  -0.040 0.024 2,204 N/A  N/A  N/A  
Morocco 0.010 0.007 60,700 -0.002 0.013 15,614 0.020 0.009 45,086 -0.001 0.025 37,376 
Netherlands 0.004 0.017 11,303 N/A  N/A  N/A  0.004 0.017 11,303 0.069 0.037 10,780 
New Zealand 0.016 0.009 17,102 0.021 0.043 1,244 0.016 0.010 15,858 0.090 0.028 15,086 
Norway -0.001 0.013 11,430 0.003 0.026 2,548 -0.003 0.015 8,882 0.062 0.048 6,764 
Oman 0.003 0.020 3,842 -0.012 0.036 1,366 0.010 0.024 2,476 0.195 0.112 2,040 
Palestine 0.006 0.046 710 N/A  N/A  N/A  0.006 0.046 710 0.073 0.154 582 
Philippines -0.021 0.014 11,094 0.014 0.027 2,176 -0.029 0.015 8,918 0.017 0.036 8,460 
Poland 0.008 0.023 2,656 0.008 0.023 2,656 N/A  N/A  N/A  N/A  N/A  N/A  
Portugal 0.003 0.019 8,760 N/A  N/A  N/A  0.003 0.019 8,760 0.201 0.055 8,436 
Qatar 0.019 0.016 5,006 0.000 0.031 1,522 0.028 0.018 3,484 -0.025 0.074 3,370 
Romania 0.009 0.014 30,112 N/A  N/A  N/A  0.009 0.014 30,112 0.085 0.039 22,380 
Russian Fed. 0.020 0.029 19,202 0.000 0.000 38 0.020 0.029 19,164 0.127 0.067 16,634 
Scotland 0.035 0.021 8,078 -0.012 0.066 68 0.036 0.021 8,010 0.031 0.093 1,872 
Serbia 0.064 0.024 12,402 N/A  N/A  N/A  0.064 0.024 12,402 -0.045 0.086 6,070 
Singapore 0.008 0.007 42,232 0.008 0.013 12,064 0.009 0.008 30,168 0.032 0.022 26,598 
Slovak Rep. 0.007 0.019 8,296 -0.034 0.019 1,770 0.014 0.025 6,526 0.177 0.061 6,398 
Slovenia 0.023 0.017 17,630 N/A  N/A  N/A  0.023 0.017 17,630 0.135 0.047 13,510 
South Africa 0.008 0.005 55,534 0.003 0.011 10,710 0.009 0.006 44,824 0.003 0.018 41,928 
South Korea 0.028 0.012 14,036 -0.043 0.026 1,294 0.036 0.013 12,742 0.071 0.030 10,404 
Spain -0.004 0.016 9,298 -0.014 0.014 4,338 0.018 0.023 4,960 0.155 0.077 3,250 
Sweden 0.003 0.011 24,166 -0.019 0.023 2,974 0.015 0.013 21,192 0.021 0.031 17,036 
Switzerland -0.005 0.036 3,250 N/A  N/A  N/A  -0.005 0.036 3,250 0.028 0.073 3,138 
Syria 0.056 0.024 5,612 N/A  N/A  N/A  0.056 0.024 5,612 0.007 0.076 3,428 
Taiwan 0.017 0.005 44,586 0.031 0.010 15,628 0.012 0.006 28,958 0.059 0.015 25,150 
Thailand 0.003 0.009 23,156 -0.032 0.061 448 0.003 0.009 22,708 0.018 0.021 18,064 
Tunisia -0.002 0.011 20,010 0.003 0.029 1,986 0.022 0.010 18,024 0.009 0.053 13,562 
Turkey 0.011 0.007 30,304 0.023 0.018 3,546 0.010 0.008 26,758 0.072 0.026 21,776 
Ukraine -0.017 0.035 7,354 N/A  N/A  N/A  -0.017 0.035 7,354 0.159 0.112 3,364 
UAE 0.022 0.014 10,019 0.040 0.021 4,281 0.002 0.018 5,738 0.024 0.061 5,584 
United States 0.013 0.006 49,652 0.001 0.014 4,578 0.014 0.007 45,074 0.107 0.022 34,250 
Yemen 0.025 0.065 1,500 0.025 0.065 1,500 N/A  N/A  N/A  N/A  N/A  N/A  
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Table B7: (continued) Global Heterogeneity of Role Model Effects Estimates for All Outcomes 
 

Outcome Enjoyment 
    

Enjoyment 
    

Enjoyment 
    

  Overall 
  

Primary Education 
 (G4)   

Secondary 
Education (G8)    

Country Average Effect SE N Average Effect SE N Average Effect SE N 
Algeria 0.076 0.046 6,178 N/A  N/A  N/A  0.076 0.046 6,178 
Argentina 0.117 0.122 438 N/A  N/A  N/A  0.117 0.122 438 
Armenia 0.055 0.056 12,180 0.088 0.139 780 0.051 0.061 11,400 
Australia 0.101 0.023 26,954 0.185 0.091 1,680 0.098 0.024 25,274 
Austria 0.184 0.074 5,964 0.139 0.162 362 0.178 0.081 5,602 
Azerbaijan 0.074 0.072 308 0.074 0.072 308 N/A  N/A  N/A  
Bahrain 0.066 0.083 3,112 0.035 0.150 834 0.082 0.099 2,278 
Belgium -0.057 0.098 2,756 -0.151 0.257 406 -0.056 0.099 2,350 
Bosnia and Herz. 0.091 0.096 6,314 N/A  N/A  N/A  0.091 0.096 6,314 
Botswana 0.046 0.025 17,648 0.163 0.108 1,334 0.035 0.026 16,314 
Bulgaria 0.270 0.084 8,424 0.111 0.098 174 0.282 0.091 8,250 
Canada 0.137 0.022 31,294 0.036 0.070 2,494 0.146 0.024 28,800 
Chile 0.053 0.035 20,150 -0.016 0.095 1,392 0.059 0.037 18,758 
Colombia 0.023 0.031 8,516 0.038 0.095 1,170 0.022 0.033 7,346 
Cyprus 0.072 0.032 26,914 0.085 0.053 7,940 0.122 0.037 18,974 
Czech Rep. 0.050 0.061 12,114 0.065 0.150 1,264 0.044 0.058 10,850 
Denmark 0.137 0.048 6,720 0.142 0.055 5,416 0.101 0.072 1,304 
Egypt 0.029 0.057 7,622 N/A  N/A  N/A  0.029 0.057 7,622 
El Salvador 0.040 0.058 4,192 0.000 0.000 170 0.073 0.058 4,022 
England 0.049 0.034 15,051 -0.118 0.088 1,519 0.072 0.037 13,532 
Estonia 0.087 0.093 4,306 N/A  N/A  N/A  0.087 0.093 4,306 
Finland 0.025 0.029 15,955 -0.007 0.076 1,195 0.037 0.031 14,760 
France 0.123 0.050 9,820 0.136 0.166 844 0.131 0.048 8,976 
Georgia 0.102 0.059 7,724 0.054 0.115 306 0.106 0.064 7,418 
Germany 0.032 0.070 3,452 0.002 0.075 2,804 0.085 0.202 648 
Ghana 0.037 0.047 5,752 N/A  N/A  N/A  0.037 0.047 5,752 
Greece 0.062 0.040 8,244 N/A  N/A  N/A  0.062 0.040 8,244 
Honduras 0.133 0.065 3,818 N/A  N/A  N/A  0.133 0.065 3,818 
Hong Kong 0.103 0.020 33,490 0.045 0.037 12,862 0.135 0.024 20,628 
Hungary 0.211 0.036 33,690 0.277 0.104 1,580 0.198 0.039 32,110 
Iceland 0.084 0.076 1,728 0.425 0.338 98 0.059 0.078 1,630 
Indonesia 0.014 0.021 26,246 -0.034 0.078 1,048 0.019 0.021 25,198 
Iran 0.241 0.119 318 N/A  N/A  N/A  0.241 0.119 318 
Ireland 0.182 0.051 5,952 N/A  N/A  N/A  0.182 0.051 5,952 
Israel 0.127 0.051 10,934 0.000 0.000 44 0.126 0.052 10,890 
Italy 0.221 0.104 546 0.250 0.125 404 0.077 0.145 142 
Japan 0.114 0.018 40,276 0.051 0.035 10,756 0.142 0.021 29,520 
Jordan -0.190 0.152 640 N/A  N/A  N/A  -0.190 0.152 640 
Kazakhstan 0.035 0.045 10,848 0.000 0.000 112 0.034 0.047 10,736 
Kuwait 0.305 0.126 930 0.244 0.089 382 0.420 0.297 548 
Latvia 0.126 0.099 5,490 0.000 0.000 106 0.138 0.088 5,384 
Lebanon 0.074 0.038 18,892 N/A  N/A  N/A  0.074 0.038 18,892 
Lithuania -0.003 0.056 20,500 0.000 0.000 58 0.000 0.057 20,442 
Macedonia 0.176 0.047 14,848 N/A  N/A  N/A  0.176 0.047 14,848 
Malaysia 0.079 0.019 22,372 N/A  N/A  N/A  0.079 0.019 22,372 
Malta 0.024 0.068 3,224 0.006 0.065 1,684 0.075 0.188 1,540 
Moldova 0.045 0.058 9,184 N/A  N/A  N/A  0.045 0.058 9,184 
Mongolia 0.142 0.078 2,024 N/A  N/A  N/A  0.142 0.078 2,024 
Morocco -0.004 0.017 56,201 -0.003 0.023 13,732 -0.004 0.024 42,469 
Netherlands 0.075 0.040 10,882 N/A  N/A  N/A  0.075 0.040 10,882 
New Zealand 0.148 0.030 16,346 0.151 0.112 1,174 0.147 0.031 15,172 
Norway 0.117 0.037 10,856 0.040 0.075 2,422 0.139 0.042 8,434 
Oman 0.040 0.064 3,716 0.029 0.074 1,312 0.023 0.096 2,404 
Palestine 0.264 0.252 674 N/A  N/A  N/A  0.264 0.252 674 
Philippines 0.027 0.033 10,392 0.107 0.051 2,026 0.009 0.039 8,366 
Poland 0.063 0.104 2,598 0.063 0.104 2,598 N/A  N/A  N/A  
Portugal 0.145 0.037 8,504 N/A  N/A  N/A  0.145 0.037 8,504 
Qatar 0.020 0.050 4,878 -0.047 0.086 1,426 0.052 0.061 3,452 
Romania 0.114 0.033 28,996 N/A  N/A  N/A  0.114 0.033 28,996 
Russian Fed. 0.119 0.048 18,694 0.000 0.000 38 0.121 0.048 18,656 
Scotland 0.171 0.066 4,686 0.393 0.106 68 0.168 0.066 4,618 
Serbia 0.062 0.055 11,786 N/A  N/A  N/A  0.062 0.055 11,786 
Singapore 0.053 0.018 41,628 0.091 0.031 11,750 0.041 0.021 29,878 
Slovak Rep. 0.139 0.055 8,034 0.122 0.089 1,700 0.125 0.067 6,334 
Slovenia 0.164 0.041 17,416 N/A  N/A  N/A  0.164 0.041 17,416 
South Africa 0.039 0.015 52,870 0.037 0.031 9,832 0.036 0.017 43,038 
South Korea 0.121 0.031 13,940 0.002 0.087 1,286 0.138 0.033 12,654 
Spain 0.087 0.046 8,948 -0.007 0.063 4,212 0.179 0.065 4,736 
Sweden 0.079 0.027 23,396 0.100 0.067 2,880 0.074 0.029 20,516 
Switzerland 0.076 0.069 3,188 N/A  N/A  N/A  0.076 0.069 3,188 
Syria -0.001 0.063 4,926 N/A  N/A  N/A  -0.001 0.063 4,926 
Taiwan 0.108 0.018 43,978 0.121 0.038 15,332 0.121 0.020 28,646 
Thailand -0.026 0.019 22,782 -0.211 0.164 446 -0.022 0.019 22,336 
Tunisia 0.056 0.035 18,676 0.118 0.057 1,784 0.035 0.043 16,892 
Turkey 0.066 0.022 29,128 0.002 0.058 3,504 0.075 0.023 25,624 
Ukraine 0.021 0.077 7,080 N/A  N/A  N/A  0.021 0.077 7,080 
UAE 0.006 0.040 9,783 0.003 0.054 4,103 0.004 0.057 5,680 
United States 0.128 0.018 47,690 0.006 0.048 4,356 0.141 0.020 43,334 
Yemen -0.080 0.165 1,048 -0.080 0.165 1,048 N/A  N/A  N/A  
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Table B7: (continued II) Global Heterogeneity of Role Model Effects Estimates for All 
Outcomes 

 
Outcome Confidence  

    
Confidence  

    
Confidence  

    

  Overall 
  

Primary Education 
 (G4)   

Secondary 
Education (G8)    

Country Average Effect SE N Average Effect SE N Average Effect SE N 
Algeria -0.054 0.045 6,192 N/A  N/A  N/A  -0.054 0.045 6,192 
Argentina -0.027 0.153 410 N/A  N/A  N/A  -0.027 0.153 410 
Armenia -0.043 0.055 12,258 -0.102 0.129 798 -0.032 0.061 11,460 
Australia 0.038 0.021 27,100 0.157 0.079 1,692 0.034 0.021 25,408 
Austria 0.143 0.062 5,998 0.211 0.079 372 0.118 0.069 5,626 
Azerbaijan -0.125 0.174 306 -0.125 0.174 306 N/A  N/A  N/A  
Bahrain 0.140 0.073 3,136 0.173 0.127 842 0.126 0.089 2,294 
Belgium 0.049 0.100 2,750 -0.135 0.111 404 0.093 0.119 2,346 
Bosnia and Herz. 0.231 0.110 6,450 N/A  N/A  N/A  0.231 0.110 6,450 
Botswana 0.036 0.029 17,868 0.157 0.116 1,330 0.028 0.030 16,538 
Bulgaria 0.102 0.071 8,584 -0.107 0.219 172 0.124 0.075 8,412 
Canada 0.079 0.020 31,510 0.064 0.062 2,504 0.080 0.021 29,006 
Chile 0.024 0.035 20,346 0.199 0.090 1,374 0.013 0.037 18,972 
Colombia -0.035 0.037 9,054 -0.029 0.160 1,212 -0.034 0.039 7,842 
Cyprus 0.023 0.029 27,280 0.076 0.044 8,026 0.022 0.038 19,254 
Czech Rep. -0.031 0.048 12,134 -0.059 0.116 1,260 -0.019 0.049 10,874 
Denmark 0.091 0.046 6,843 0.126 0.054 5,419 -0.070 0.065 1,424 
Egypt 0.053 0.058 7,970 N/A  N/A  N/A  0.053 0.058 7,970 
El Salvador -0.075 0.046 4,340 0.000 0.000 170 -0.060 0.046 4,170 
England 0.039 0.030 15,121 0.030 0.083 1,549 0.040 0.032 13,572 
Estonia 0.071 0.089 4,344 N/A  N/A  N/A  0.071 0.089 4,344 
Finland -0.032 0.028 15,961 0.021 0.093 1,193 -0.037 0.030 14,768 
France 0.065 0.046 9,866 0.052 0.158 842 0.080 0.045 9,024 
Georgia 0.015 0.061 7,744 -0.039 0.210 308 0.019 0.065 7,436 
Germany 0.054 0.064 3,462 0.008 0.064 2,814 0.267 0.215 648 
Ghana 0.022 0.048 5,804 N/A  N/A  N/A  0.022 0.048 5,804 
Greece 0.049 0.042 8,194 N/A  N/A  N/A  0.049 0.042 8,194 
Honduras 0.097 0.056 3,820 N/A  N/A  N/A  0.097 0.056 3,820 
Hong Kong 0.072 0.020 33,618 0.025 0.032 12,902 0.094 0.024 20,716 
Hungary 0.089 0.033 33,860 0.063 0.081 1,604 0.095 0.036 32,256 
Iceland -0.071 0.067 1,748 -0.369 0.181 94 -0.057 0.070 1,654 
Indonesia 0.019 0.020 26,622 0.035 0.069 1,048 0.018 0.021 25,574 
Iran -0.085 0.181 320 N/A  N/A  N/A  -0.085 0.181 320 
Ireland 0.121 0.047 5,988 N/A  N/A  N/A  0.121 0.047 5,988 
Israel 0.093 0.046 11,122 0.000 0.000 44 0.091 0.046 11,078 
Italy 0.060 0.134 546 0.020 0.103 404 0.126 0.429 142 
Japan 0.045 0.014 40,392 -0.002 0.027 10,772 0.067 0.017 29,620 
Jordan -0.142 0.095 640 N/A  N/A  N/A  -0.142 0.095 640 
Kazakhstan 0.020 0.047 10,806 0.000 0.000 110 0.027 0.049 10,696 
Kuwait -0.054 0.109 930 0.011 0.129 396 -0.165 0.205 534 
Latvia -0.032 0.099 5,514 0.000 0.000 108 -0.003 0.087 5,406 
Lebanon 0.008 0.034 18,948 N/A  N/A  N/A  0.008 0.034 18,948 
Lithuania -0.045 0.056 20,604 0.000 0.000 58 -0.042 0.056 20,546 
Macedonia 0.037 0.050 14,978 N/A  N/A  N/A  0.037 0.050 14,978 
Malaysia 0.062 0.024 22,478 N/A  N/A  N/A  0.062 0.024 22,478 
Malta -0.048 0.071 3,232 0.001 0.081 1,678 -0.206 0.156 1,554 
Moldova 0.024 0.057 9,284 N/A  N/A  N/A  0.024 0.057 9,284 
Mongolia 0.059 0.057 2,018 N/A  N/A  N/A  0.059 0.057 2,018 
Morocco -0.011 0.018 56,219 0.000 0.030 13,726 -0.013 0.024 42,493 
Netherlands 0.050 0.037 10,965 N/A  N/A  N/A  0.050 0.037 10,965 
New Zealand 0.087 0.025 16,470 0.276 0.124 1,206 0.073 0.025 15,264 
Norway 0.046 0.033 10,924 -0.020 0.061 2,448 0.065 0.039 8,476 
Oman 0.038 0.052 3,674 -0.150 0.079 1,280 0.151 0.064 2,394 
Palestine 0.125 0.121 688 N/A  N/A  N/A  0.125 0.121 688 
Philippines 0.031 0.033 10,552 0.016 0.067 2,002 0.038 0.037 8,550 
Poland 0.102 0.094 2,572 0.102 0.094 2,572 N/A  N/A  N/A  
Portugal 0.048 0.037 8,626 N/A  N/A  N/A  0.048 0.037 8,626 
Qatar -0.011 0.043 4,870 0.020 0.070 1,420 -0.026 0.052 3,450 
Romania 0.092 0.034 29,248 N/A  N/A  N/A  0.092 0.034 29,248 
Russian Fed. 0.055 0.048 18,810 0.000 0.000 34 0.059 0.048 18,776 
Scotland 0.093 0.036 7,856 -0.155 0.214 68 0.096 0.036 7,788 
Serbia 0.074 0.056 11,970 N/A  N/A  N/A  0.074 0.056 11,970 
Singapore 0.053 0.019 41,788 0.057 0.036 11,790 0.054 0.022 29,998 
Slovak Rep. 0.062 0.047 8,138 0.141 0.077 1,698 0.006 0.057 6,440 
Slovenia 0.104 0.041 17,464 N/A  N/A  N/A  0.104 0.041 17,464 
South Africa -0.002 0.016 52,224 -0.044 0.033 9,606 0.008 0.018 42,618 
South Korea 0.060 0.026 13,976 -0.131 0.078 1,278 0.086 0.027 12,698 
Spain 0.103 0.039 9,096 0.014 0.048 4,214 0.190 0.055 4,882 
Sweden 0.007 0.024 23,466 0.015 0.052 2,882 0.000 0.028 20,584 
Switzerland 0.022 0.067 3,172 N/A  N/A  N/A  0.022 0.067 3,172 
Syria 0.154 0.058 5,164 N/A  N/A  N/A  0.154 0.058 5,164 
Taiwan 0.095 0.017 44,216 0.138 0.037 15,412 0.090 0.018 28,804 
Thailand 0.001 0.019 22,886 -0.420 0.110 446 0.007 0.019 22,440 
Tunisia 0.062 0.039 19,092 -0.019 0.092 1,810 0.064 0.045 17,282 
Turkey 0.062 0.023 29,002 -0.011 0.058 3,446 0.072 0.024 25,556 
Ukraine 0.077 0.071 7,162 N/A  N/A  N/A  0.077 0.071 7,162 
UAE 0.082 0.042 9,759 0.058 0.065 4,095 0.088 0.053 5,664 
United States 0.068 0.017 48,210 0.082 0.046 4,428 0.067 0.018 43,782 
Yemen 0.100 0.176 1,132 0.100 0.176 1,132 N/A  N/A  N/A  

Notes: This table shows estimated role model effects from regressions of standardized test scores, job preferences, subject 
enjoyment, and subject confidence on a FemaleStudenti × FemaleTeacherj interaction term, student fixed effects, teacher 
fixed effects, as well as other control variables from our preferred specification (see Section 5) for the different country 
subsamples indicated on the left of each panel. The smaller number of estimated role model effects is due to missing data for 
Algeria, Azerbaijan, Bosnia and Herzegovina, El Salvador, Honduras, Mongolia, Poland, and Yemen. 
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Figure B3: Role Model Effects by Country—Confidence and Enjoyment 
 

 
Notes: This figure shows estimated role model effects from regressions of standardized subject confidence (Panel a) or 
standardized subject enjoyment (Panel b) on a FemaleStudenti × FemaleTeacherj interaction term, student fixed effects, 
teacher fixed effects, as well as other control variables from our preferred specification (see Section 5) for the different country 
subsamples indicated on the left of each panel. This figure shows 79 different role model effects estimates on subject 
confidence and 79 different role model estimates on subject enjoyment. Because of multicollinearity, we exclude three 
countries (Albania, Pakistan, and Northern Ireland) where there is only one classroom per school after applying our preferred 
specification restrictions. We also exclude eight countries for which no school meets our preferred specification sample criteria 
(Belize, Croatia, Kosovo, Luxembourg, Macao, Montenegro, Saudi Arabia, and Trinidad and Tobago). Horizontal lines show 
95 percent confidence intervals that are based on standard errors clustered at the classroom level. 
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Figure B4: Role Model Effects on Job Preferences and Gender Inequality 
 

 
Notes: This figure shows bivariate relationships between the role model effects estimates on standardized job preferences 
shown in Figure 5 (on the y-axes) and the Gender Inequality Index (GII) or the different measures contributing to the GII (on 
the x-axes). ρ shows the Pearson’s correlation coefficient between the two variables; the line shows a fitted least squares 
regression line. The GII is calculated using this formula: GII = �Health ∗ Empowerment ∗ LFPR3  where Health = 

(� 10
MMR

∗ 1
ABR

 +1)/2, MMR is the maternal mortality ratio, and ABR is the adolescent birth rate. The MMR is defined by the 

WHO as the number of maternal deaths over a certain period per 100,000 live births during the same period and the ABR is 
defined as birth per 10,000 female adolescents. Empowerment =(�PRF ∗ SEF +  �PRM ∗ SEM)/2 where PRF and PRM are the 
shares of parliamentary seats held by women and men, and SEF and SEMare the shares of the female/male population with at 
least some secondary education. LFPR is the mean of male and female labor force participation rates: LFPR = LFPRF+LFPRM

2
. 

Data on the GII (Panel a) are taken from the Human Development Report 2020 published by the UN. The GII is not available 
for Palestine, Scotland, Syria, and Taiwan. The figure shows the standardized GII, which has a mean of zero and standard 
deviation of 1 for the included countries. The measure shown in Panel (b) is maternal mortality in 2015, which is taken from  
UN data. Data on maternal mortality are not available for Hong Kong, Palestine, Scotland, and Taiwan. The measure shown 
in Panel (c) is the ABR in 2017, which is taken from UN data. These data is not available for Hong Kong, Palestine, Scotland, 
and Taiwan. The measure shown on Panel (d) is the share of parliamentary seats held by women in 2020, which is taken from 
the Gender Data Portal of the World Bank. These data are not available for Hong Kong, Palestine, Scotland, and Taiwan. The 
measure shown in Panel (e) is the share of women with a secondary education in 2017, which is taken from UN data and Barro 
and Lee (2018). This measure is not available for Lebanon, Oman, Palestine, and Scotland. The measure shown in Panel (f) is 
the female labor force participation in 2020, which is taken from World Bank data. These data are not available for Macedonia, 
Palestine, Scotland, and Taiwan. 
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Table B8: Global Heterogeneity for Role Model Effects in Job Preferences 
 

Panel A  
GDP per capita 

Human 
Development 

Index 

Gender 
Inequality 

Index 

University 
enrollment Input: Role Model Effects on Job 

Preferences      
Intercept  0.0338 0.0326 0.0786 0.0372 
                (0.0114) (0.0113) (0.0101) (0.0123) 
Above median  0.0462 0.0470 -0.0444 0.0417 
                (0.0150) (0.0148) (0.0152) (0.0167)      

Countries            67 68 67 63 
     

Panel B Bank account 
ownership Fertility Science score 

M-F gap 

Math score 
Input: Role Model Effects on Job 
Preferences  M-F gap 

     
Intercept 0.0314 0.0753 0.0339 0.0407 
                (0.0122) (0.0108) (0.0111) (0.00969) 
Above median  0.0455 -0.0317 0.0437 0.0411 
                (0.0154) (0.0157) (0.0144) (0.0142)      

Countries            67 68 71 71 
          

Notes: This table shows estimated role model effects from separate meta-regressions to estimate separate role model effects 
on job preferences for countries above and below the median for a given characteristic (e.g., above- and below-median GDP 
per capita). We use country-level estimates and their standard errors as inputs and estimate separate bivariate random-effect 
meta-regressions, where the single regressor is a dummy that indicates whether a country is above the median for a given 
characteristic. All regressions use the Hartung–Knapp adjustment. Standard errors are in parentheses.  
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Table B9: Global Heterogeneity for Role Model Effects on Enjoyment 
 

Panel A  GDP per 
capita 

Human 
Development 

Index 

Gender 
Inequality 

Index 

University 
enrollment Input: Role Model Effects on Subject 

Enjoyment      
Intercept  0.0538 0.0533 0.0970 0.0573 
                (0.0091) (0.0090) (0.0089) (0.0095) 
Above median  0.0451 0.0449 -0.0409 0.0435 
                (0.0124) (0.0123) (0.0128) (0.0135)      

Countries            75 76 75 69 
     
Panel B Bank account 

ownership Fertility Science score 
M–F gap 

Math score 
Input: Role Model Effects on Subject 
Enjoyment M–F gap 

     
Intercept  0.0603 0.0878 0.0557 0.0568 
                (0.0100) (0.0096) (0.0095) (0.0082) 
Above median  0.0314 -0.0184 0.0409 0.0475 
                (0.0133) (0.0134) (0.0124) (0.0119)      

Countries            75 76 79 79 
          

Notes: This table shows estimated role model effects from separate meta-regressions to estimate separate role model effects 
on subject enjoyment for countries above and below the median for a given characteristic (e.g., above- and below-median 
GDP per capita). We use country-level estimates and their standard errors as inputs and estimate separate bivariate random-
effect meta-regressions, where the single regressor is a dummy that indicates whether a country is above the median for a 
given characteristic. All regressions use the Hartung–Knapp adjustment. Standard errors are in parentheses.  
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Table B10: Global Heterogeneity for Role Model Effects on Subject Confidence 
 

Panel A  

GDP per capita Human 
Development Index 

Gender Inequality 
Index 

University 
enrollment 

Input: Role 
Model Effects on 
Subject 
Confidence      
Intercept 0.0229 0.0237 0.0509 0.0235 
                (0.0073) (0.0074) (0.0069) (0.0077) 
Above Median 0.0288 0.0288 -0.0253 0.0290 
                (0.0097) (0.0099) (0.0102) (0.0107)  

    
Countries            75 76 75 69 

     
Panel B 

Bank account 
ownership Fertility Science score M–F 

gap 

Math score 
Input: Role 
Model Effects on 
Subject 
Confidence 

M–F gap 

     
Intercept 0.0264 0.0489 0.0204 0.0302 
                (0.0080) (0.0074) (0.0074) (0.0070) 
Above Median 0.0238 -0.0171 0.0374 0.0263 
                (0.0102) (0.0104) (0.0095) (0.0101)      
Countries            75 76 79 79 
          

Notes: This table shows estimated role model effects from separate meta-regressions to estimate separate role model effects 
on subject confidence for countries above and below the median for a given characteristic (e.g., above- and below-median 
GDP per capita). We use country-level estimates and their standard errors as inputs and estimate separate bivariate random-
effect meta-regressions, where the single regressor is a dummy that indicates whether a country is above the median for a 
given characteristic. All regressions use the Hartung–Knapp adjustment. Standard errors are in parentheses.  
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Table B11: The Distribution of Role Model Effects 

 

Outcome Grade N 
countries 

 Avg. 
estimated 
effect β 

Std. 
deviation 
of effect 

τ  

10th 
percentile 

90th 
percentile 

Probability 
effect 

positive  

Probability 
of 

meaningful 
effects  

(β > 0.05) 
Std.  All 80 0.0106 0.0002 0.0103 0.0108 1.0000 0.0000 
test scores   (0.0000)       4 53 -0.0021 0.0226 -0.0311 0.0268 0.4627 0.0105 

   (0.6717)       
 8 76 0.0130 0.0001 0.0129 0.0131 1.0000 0.0000 
      (0.0000)           
Job  All 71 0.0578 0.0300 0.0194 0.0963 0.9732 0.6033 
preferences   (0.0000)       8 71 0.0578 0.0300 0.0194 0.0963 0.9732 0.6033 
      (0.0000)           
Subject  All 80 0.0810 0.0400 0.0297 0.1323 0.9785 0.7809 
enjoyment   (0.0000)       4 53 0.0573 0.0354 0.0119 0.1027 0.9472 0.5816 

   (0.0000)      
 8 76 0.0855 0.0419 0.0319 0.1392 0.9794 0.8019 
      (0.0000)           
Subject  All 80 0.0435 0.0260 0.0101 0.0769 0.9525 0.4012 
confidence   (0.0000)      
 4 53 0.0128 0.1082 -0.1259 0.1515 0.5471 0.3656 

   (0.0000)      
 8 76 0.0459 0.0275 0.0106 0.0811 0.9522 0.4401 
      (0.0000)           

Notes: This table shows in more detail the distribution of role model effects depicted in Table 4 in the main text. The role 
model effects  summarized in the table stems from a regressions of standardized test scores, job preference, subject confidence, 
and subject enjoyment on a FemaleStudenti × FemaleTeacherj interaction term and a set of other control variables, with 
student and teacher fixed effects (see Section 5). p-values are in parentheses.  
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Figure B5: Role Model Effects on Subject Enjoyment and Country-Level 
Correlates 

 

 
 
Notes: These panels show the relationship between the estimated role model effects on standardized subject enjoyment shown 
in Figure B3 and different country-level characteristics. ρ shows the Pearson’s correlation coefficient between the two 
variables; the line shows a fitted least squares regression line. The size of each circle in the plot is dependent on the inverse of 
the standard error of the estimate, showing larger circles for more-precisely estimated effects.  The characteristic shown in 
Panel (a) is log GDP per capita from 2019, which is taken from the World Bank World Development Indicators 2019. This 
characteristic is not available for Palestine, Scotland, Syria, and Taiwan. The characteristic shown in Panel (b) is the Human 
Development Index computed by the UN as a composite measure of a country's average life expectancy at birth, years of 
schooling and expected years of schooling, and the gross national income per capita in purchasing power parity (PPP) terms. 
This characteristic is not available for Palestine, Scotland, and Taiwan. The characteristic shown in Panel (c) is the standardized 
Gender Inequality Index (GII) from the Human Development Report 2020 published by the UN. The GII is calculated using 

this formula: GII = �Health ∗ Empowerment ∗ LFPR3  where Health is computed as Health = (� 10
MMR

∗ 1
ABR

 +1)/2 where MMR 

is maternal mortality rate, and ABR is the adolescent birth rate. Empowerment is computed as Empowerment =(�PRF ∗ SEF +
 �PRM ∗ SEM)/2 where PRF is the share of parliamentary seats held by women, and PRM is the share of parliamentary seats 
held by men. SEF is the female population with at least some secondary education, and SEM is the male population with at 
least some secondary education. LFPR is computed as the mean of male and female labor force participation rates: LFPR = 
LFPRF+LFPRM

2
. The GII is missing for Hong Kong, Palestine, Scotland, and Taiwan. The characteristic shown in Panel (d) is the 

female university enrollment rate for 2016/17. The female university enrollment rate is computed as the ratio of total female 
enrollment in tertiary education, regardless of age, to the female population of the age group that officially corresponds to 
tertiary education. This rate can hence be larger than 1, for example, if the number of over-age women in tertiary education is 
large. The data are taken from the Gender Data Portal of the World Bank. This characteristic is available for all countries 
except Japan, Lebanon, Palestine, Scotland, Taiwan, Turkey, Ukraine, and the United Arab Emirates. The characteristic in 
Panel (e) is the share of women of the female population aged 15+ who owned a bank account or mobile money account in 
2017. Data are taken from the Gender Data Portal of the World Bank. This characteristic is not available for Iceland, Palestine, 
Scotland, and Taiwan. The characteristic shown in Panel (f) is the total fertility rate in 2019. The data are taken from the 
Gender Data Portal of the World Bank. This characteristic is not available for Palestine, Scotland, and Taiwan. 
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Figure B6: Role Model Effects on Subject Confidence and Country-Level Correlates 

 
 
Notes: These panels show the relationship between the estimated role model effects on standardized subject confidence shown 
in Figure B3 and different country-level characteristics.  ρ shows the Pearson’s correlation coefficient between the two 
variables; the line shows a fitted least squares regression line. The size of each circle in the plot is dependent on the inverse of 
the standard error of the estimate, showing larger circles for more-precisely estimated effects. The characteristic shown in 
Panel (a) is log GDP per capita from 2019, which is taken from the World Bank World Development Indicators 2019. This 
characteristic is not available for Palestine, Scotland, Syria, and Taiwan. The characteristic shown in Panel (b) is the Human 
Development Index computed by the UN as a composite measure of a country's average life expectancy at birth, years of 
schooling and expected years of schooling, and the gross national income per capita in PPP terms. This characteristic is not 
available for Palestine, Scotland, and Taiwan. The characteristic shown in Panel (c) is the standardized Gender Inequality 
Index (GII) from the Human Development Report 2020 published by the UN. The GII is calculated using this formula: GII = 

�Health ∗ Empowerment ∗ LFPR3 , where Health is computed as Health = (� 10
MMR

∗ 1
ABR

 +1)/2, where MMR is maternal 

mortality rate and ABR is the adolescent birth rate. Empowerment is computed as Empowerment =(�PRF ∗ SEF +
 �PRM ∗ SEM)/2, where PRF is the share of parliamentary seats held by women, and PRM is the share of parliamentary seats 
held by men. SEF is the female population with at least some secondary education, and SEM is the male population with at 
least some secondary education. LFPR is computed as the mean of male and female labor force participation rates: LFPR = 
LFPRF+LFPRM

2
. The GII is missing for Hong Kong, Palestine, Scotland, and Taiwan. The characteristic shown in Panel (d) is the 

female university enrollment rate for 2016/17. The female university enrollment rate is computed as the ratio of total female 
enrollment in tertiary education, regardless of age, to the female population of the age group that officially corresponds to 
tertiary education. This rate can hence be larger than 1, for example, if the number of over-age women in tertiary education is 
large. The data are taken from the Gender Data Portal of the World Bank. This characteristic is available for all countries 
except for Japan, Lebanon, Palestine, Scotland, Taiwan, Turkey, Ukraine, and the United Arab Emirates. The characteristic in 
Panel (e) is the share of women of the female population aged 15+ who owned a bank or mobile money account in 2017. Data 
taken from the Gender Data Portal of the World Bank. This characteristic is not available for Iceland, Palestine, Scotland, and 
Taiwan. The characteristic shown in Panel (f) is the total fertility rate in 2019. The data are taken from the Gender Data Portal 
of the World Bank. This characteristic is not available for Palestine, Scotland, and Taiwan. 
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Figure B7: Role Model Effects on Subject Enjoyment and Test Score Gaps between 
Boys and Girls 

 

 
Note: This figure shows the bivariate relationships between the estimated role model effects on standardized subject enjoyment 
shown in Figure B3 (on the y-axes) and the standardized sex gap (M–F) in science (Panel a) or math (Panel b) (on the x-axes). 
The size of each circle in the plot is dependent on the inverse of the standard error of the estimate, showing larger circles for 
more-precisely estimated effects. These gaps are computed as the country mean of the standardized science/math score of boys 
minus the country mean of the standardized science/math score of girls. ρ shows the Pearson’s correlation coefficient between 
the two variables, the line shows a fitted least squares regression line. Both panels contain data for all 79 countries for which 
we have role model effects on subject enjoyment. 
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Figure B8: Role Model Effects on Subject Confidence and Test Score Gaps between 
Boys and Girls 

 

 
Note: This figure shows the bivariate relationships between the estimated role model effects on standardized subject confidence 
shown in Figure B3 (on the y-axes) and the standardized sex gap (M–F) in science (Panel a) or math (Panel b) (on the x-axes). 
The size of each circle in the plot is dependent on the inverse of the standard error of the estimate, showing larger circles for 
more precisely estimated effects. These gaps are computed as the country mean of the standardized science/math score of boys 
minus the country mean of the standardized science/math score of girls. ρ shows the Pearson’s correlation coefficient between 
the two variables; the line shows a fitted least squares regression line. Both panels contain data for all 79 countries for which 
we have role model effects on subject confidence.  
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